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NEPIAHWH

O oT1oxog authg TG AlaTpIBAS €ival va €CETACEI TTPOOEYYIOEIG KAl OTPATNYIKES YIA TV
EKTTAIOEUTN APXITEKTOVIKWYV BaBIwV SIKTUWV pe OKOTTO TNV Avayvwpion AvepwTrivng Apao-
TnPI6TNTAG (Human Activity Recognition — HAR). Ztnv mpootrdBeia va BeATiwBoUv Ta ouo-
TAMOTA auTd, n AlaTpIfr Cekiva Pe I EKTEVE MEAETN SIa@OpwY TTPOCPATWV EPEUVNTI-
KWV TTPOCTTABEILOV OTOV TOUEA TNG avayvwplong dpacTtnplotiTwy. O1 EpEUVNTIKES TTPOO-
TABEIEG apXiOuV PE TNV EI0AYWYNA MIAG VEAG TTPOCEYYIONG yia TNV dIdIACTATN avaTrapdoTa-
on NG TPIOBIACTATNG KivoNg TWV OKEAETIKWV apBpwoewv, Baciopévn o€ yvwoToug 2A
@aouaTIKOUG petaoyxnuatiopoug eikévag (DFT, FFT, DCT, DST), ammodeikvUovTag TV aTTo-
TEAEOUATIKOTNTA TNG OTNV avayvwpion. QoTO00, O€ TTEPITITWOEIC OTTOU TO UTTOKEIUEVO
MTTOPEI va TTapaTtnEnBei UTTO JIAQOPETIKEG OTITIKEG YWVIEG OE OXEON ME QUTEG TTOU EXEI
EKTTAIOEUBEI TO HOVTENO, TTAPATNPEITAI MIA ONUAVTIKA TITWON TNG atrdédoong, odnywvTag
TNV £€PEUVA TTPOG TEXVIKEG KAI OTPATNYIKES TTOU Ba TTOPOUCAV VA TIPOCQPEPOUV TTPOOTITIKEG
BeATiwong.

Etropévwg, avayvwpifovtag auThv Tnv TTpOKANCN, N £€pEUva OTPAPNKE OTO VA OXEDIOOTEI
MIa TTponyuEVN TEXVIKN €TTAUENONG OEOPEVWV, XPNOIMOTTOIWVTAG TEXVNTA OEOOUEVA TTOU
TTPOKUTITOUV ETTEITA ATTO TNV EQAPPOYI YEWMETPIKAG TTEPICTPOPAG OTA TTPAYUATIKA dEiyua-
Ta Kal EMPRANoVTAG, £TTIONG, £va BrAPa eUBUYPAPUIONG TNG OTITIKAG YWVIag TTapaTipnong.
Me autév Tov TPOTTO aTTodEiXBNKE TTEIPAUATIKA OTI N TTPOTEIVOUEVN HEBOdOAOYia uTTOPE Va
eEM@avioel IoXupn ammodoon Kal o€ CUVBNKES BIAPOPETIKAG OTTTIKAG Ywviag TTapaTtipnong,
N otroia KaTéoTn TTAEOV CUYKPIoIUN ME TIG TINEG AAAWV ouvOnkwyv agloAdynons. Méow
OIECODIKWV TTEIPAPATWY, AUTH N PEiwon TNG atrddoong AvTIOTOBUIOTNKE, ETTIOEIKVUOVTOG
TNV TTPOCAPUOCTIKOTNTA TNG TIPOTEIVOUEVNG TTPOCEYYIONG OE DIAPOPETIKEG OTTTIKEG YWVIEG
Kal BonBuwvTag TNV EQAapPoyn TNG O€ TTPAYUATIKEG CUVONKEG.

To emméuevo BAMO TNG €pEuvag NTAV N €EETAON TEXVIKWVY TTPOCAPUOYNG TTeEdiou, OTTOU n
QVTAYWVIOTIKN EKTTAI®EUON XPNOIKMOTTOINONKE yIa va YEQUPWOEI Ta Keva attédoons. Evw
QUTEG O1 TTPOOTTABEIEC £EQepaV EATTIOOPOPA ATTOTEAETUATA UTTO CUYKEKPIUEVEG OUVONKEG,
avayvwpioTnke €1riong o1 aug¢nuévn TTOAUTTAOKOTNTA CUVOEETAI JE QUTHV TNV TTPOCEYYION,
KaBIOTWVTAG TNV AVEQPAPPOOTN YIA €QAPUOYEG OTNV TTPAYUATIKN (wr. 'ETO1, TO €TTOUEVO
BApa ATav va eEETAOTOUV TTPOCEYYIOEIS oUVTNENG, TTou ouvduadav dIAPOPES avaTTapa-
oTAOoEIS Kivnong, dnAadr) RGB kal OKeAETIKA dedopéva. AUTEG 01 TEXVIKEG aUVTNENG OxI
MOVO uTTEPERNOAV TNV aTTOd00N TWV TTPOCPATWY EPEUVNTIKWY PEBOdWY, aAAG Kal UTTO-
yPAuUIoaV TNV €UEAICIa KAl TRV AVOEKTIKOTNTA TNG TTPOTEIVONEVNG HEBODOAOYIaG oTNnV avay-
vwplion avBpwTrivng dpaoTtnpidTnTag o€ dIdgopa oevapia.

TéNoG, auTA n AlaTpIr} oAoKANPWVETAI e YIa vEQ HEBODO eTTAUENONG dEdOUEVWY UE BAon
TNV TTAPEPTTOSION TNG avBpwWTTIVNG Kivnong. AuTr n TTpooéyyion OxI JOvo UTTEPEPRN TNV
ATTOTEAEOPATIKOTATA TNG ApXIKAG HEBODOAOYIag, aAAG cuvEBAAE ONUAVTIKA KAl 0T GUVOAI-
Kl BeATiwon TNG amdédoong aTo TTPORANPA TNG avayvwpions. AuTh n TEXVIKA €malénong
eMPBeRaiwoE ETITTAEOV TNV TTPAKTIKA EQAPPOCINOTNTA TWV EPEUVNTIKWY EUPNUATWY. ZUVO-



TITIKA, N TTopEia auTtrng TNG AlIaTpIBAG HECW TTEIPANATIOUWY OTIG TTEPIOXEG TNG TTPOCAPHOYNG
mediou, TNG OUVTNENG KAl TNG ETTAUENONG BEDOUEVWV TTPOTEIVEI Ui OMIOTIKR TTPOCEYYIoN
OTNV TTPOAYWYN TWV CUCTNUATWY avayvwpiong, avoiyovtag To OPOUO YIa TTI0 aVOEKTIKES
KAl EUEAIKTEG TEXVOAOYIEG yIa TNV AvayvwpIon avlpwTTivwy dpacTnpIoTHTwV o€ did@opa
mepIBaAAovTa.

OEMATIKH NMEPIOXH: Avayvwpion AvBpwTTivngG ZUPTTEPIPOPAS

AEZEIZ KAEIAIA: Avayvwpion AvBpwTTivng ZUdTTepIQopdgs, BaBid Mdadnon, MNMpooapuoyn
Mediou, ETTaugnon Aedopévwy, NMoAUTPOTTIKA Z0VTNEn



ABSTRACT

The goal of this Thesis is to investigate approaches and training strategies for training
deep networks architectures with the goal of Human Activity Recognition (HAR). In the
pursuit to enhance (HAR) systems, this Thesis begins with a comprehensive exploration
of various recent research efforts on the field of HAR. The research efforts begin with
the introduction of a novel approach for 2D representation of 3D motion of skeletal joints,
based on well-known 2D spectral image transformations (DFT, FFT, DCT, DST), demon-
strating its efficacy in HAR tasks. However, as this approach transitioned to cross-view
setups, a notable decline in performance emerged, driving research towards a thorough
examination, aiming to uncover nuanced details that could shed light on potential avenues
for improvement.

Therefore, recognizing this challenge, research turned into devising an advanced data
augmentation approach using artificial data which resulted upon applying geometric rota-
tion transformation to real samples and also imposed a view alignment step. This way it
was demonstrated that cross-view scenarios may also exhibit strong performance, compa-
rable to other evaluation setups. Through meticulous experimentation, this performance
drop was mitigated, showcasing the adaptability of the proposed approach across different
viewing perspectives and reinforcing its relevance in real-world scenarios.

The next step of research was the investigation of domain adaptation techniques, where
adversarial training was leveraged to bridge performance gaps. While these endeavors
yielded promising results under specific circumstances, it was also acknowledged that
heightened complexity was associated with this approach, rendering it impractical for real-
life applications. Therefore, the next step was to explore fusion approaches that combined
various motion representations, i.e., RGB and skeletal data. These fusion techniques not
only surpassed the performance of state-of-the-art methods but also underscored the ver-
satility and robustness of the proposed methodology in capturing nuanced human actions
across diverse contexts.

Finally, this Thesis concludes with a novel occlusion-based data augmentation method.
This approach not only surpassed the efficacy of the initial work but also contributed sig-
nificantly to overall HAR performance enhancement. By addressing occlusion challenges
inherent in real-world scenarios, this augmentation technique further validated the prac-
tical applicability of the research findings. In essence, the journey of this Thesis through
experimentation, adaptation, fusion, and augmentation underscores a holistic approach
to advancing HAR systems, paving the way for more robust and versatile human activity
recognition technologies in diverse environments.

SUBJECT AREA: Human Activity Recognition



KEYWORDS: Human Activity Recognition, Deep Learning, Domain Adaptation, Data Aug-
mentation, Multimodal Fusion
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1. HUMAN ACTIVITY RECOGNITION (HAR)

1.1 Introduction

Human activity recognition (HAR) consists a contemporary research field that intersects
key research areas, including computer vision, machine learning and signal processing.
The primary objective is the automated identification of human activities based on a series
of observations in the temporal and/or the spatial domain. This typically entails detecting
and recognizing gestures, postures, or movements of the human body, followed by the
interpretation of the observed activities. Sensors play a crucial role in this process, and
they can be either wearable devices or installed in the user’s environment [140] and may
include accelerometers, gyroscopes, magnetometers, cameras, microphones, and even
wearable devices like smartwatches. These sensors capture and gather data, including
visual and auditory information or motion data, which are then processed enabling the au-
tomated recognition of human activities such as walking, running, sitting, standing, cycling,
or more complex tasks like cooking, playing sports, or dancing.

There exist several and diverse applications of HAR across various environments. From
a social standpoint, it plays a crucial role in supporting social groups requiring protection
or assistance for maintaining their independence, including the elderly, children, and indi-
viduals with disabilities [8]. In the broader context of healthcare within people’s daily lives,
the goals of human activity recognition include but are not limited to:

* Monitoring of Daily Activities: HAR approaches are used so as to ensure the conti-
nuity of daily activities and detecting abnormal behavior;

* Remote Patient Monitoring/Rehabilitation: medical professionals can track the move-
ments of patients and ensure they are performing prescribed exercises correctly;

* Identification of Dangerous Situations: recognition of potentially hazardous situa-
tions or events involving people, such as falls;

» Guidance to Individuals: providing guidance to individuals for maintaining “normal”
behavior, thereby fostering independence and enhancing well-being or skills;

Beyond social care, HAR finds applications in several other fields, such as:

* Monitoring and Surveillance: detection of suspicious or dangerous events in spaces
[8,99];

* Human-Computer Interfaces: recognition of posture and/or motion in interfaces, par-
ticularly in the gaming and entertainment industries [331].

» Sports Analysis: analysis and location of points of interest in sports videos and eval-
uation of the performance of athletes [255].
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The recognition of human behavior poses several challenges regarding the methodology
that should be followed. The uniqueness of each individual, including their distinct physi-
cal and physiological characteristics, introduces variability in how movements or gestures
are performed and consists probably the main challenge. Additionally, the choice of sen-
sor placement is critical. For instance, the viewpoint of a camera or the placement of
a wearable accelerometer can significantly impact the data acquisition process. More-
over, the environment itself is dynamic and subject to rapid changes during monitoring.
Factors such as variations in lighting conditions or the movement of objects can obstruct
camera recordings, leading to the loss of crucial visual information. These considerations
influence the selection of a methodology for a specific application and represent common
challenges in human behavior recognition systems.

Recent research has predominantly concentrated on leveraging deep learning techniques
[114] to infer conclusions regarding a subject’s activity. These techniques fall within the
domain of machine learning, which explores the design and study of algorithms that learn
from data to make predictions. In machine learning, there are two main types of learning:
supervised and unsupervised. The forthcoming Thesis will predominantly focus on super-
vised learning, where the computational system receives inputs and desired outcomes,
aiming to establish a general rule mapping inputs to outcomes.

The process of typical HAR approaches adheres to the generic methodology outlined in
Fig. 1.1. Specifically, the pipeline begins with the subject engaging into an activity (e.qg.,
climbing stairs). Sensors, such as a gyroscope integrated into a mobile phone or smart-
watch, or a depth camera positioned in the space, capture measurements related to the
motion of the activity (e.g., 3D acceleration, moving depth image). In the subsequent
stage, these measurements undergo processing, which may include an optional feature
extraction stage. While traditional machine learning methods necessitate this feature ex-
traction stage, the flexibility of deep learning-based networks has rendered it optional.
Finally, data analysis is conducted using trained models and other techniques to derive
conclusions regarding the category to which the subject’s activity belongs.

There exist several HAR approaches that are based on either wearable sensors or sen-
sors installed within the subject’s environment. Different sensors provide different types
of data, and the choice of sensors depends on factors like accuracy, cost, power con-
sumption, and ease of integration into the target system. A plethora of such sensors has
emerged during the last few years. In the former case, the most popular ones include
smartwatches, hand/body worn sensors, smartphones, etc. Moreover, in the latter case,
typical sensors include video/thermal cameras, microphones, infrared, pressure, mag-
netic, RFID sensors, [44] etc. However, it has been shown that wearable sensors are not
preferred by the users, while their usability is below average [126,176]. We should note
that overloading the users’ environment with a plethora of sensors may be an expensive
task, requiring in some cases many interventions in home furniture and/or appliances, e.qg.,
in case of a home environment. Therefore, several low-cost solutions tend to be based
solely on one or more cameras, detecting activities using solely the subjects’ captured
motion.

Common HAR approaches that are based on cameras use as input some raw sensor
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Human action Sensor Data process

. / \' Action recognition
I —> _> “Walking up the stairs”

Machine learning/analysis

Figure 1.1: A generic HAR pipeline incorporating sensors, model training, evaluation, and
interpretation.

data from the performed activity, while their output is the classification result, i.e., the de-
termination of the aforementioned activity. In-between lie the processing and reasoning
steps. More specifically, a given HAR approach may consist of (some of) the following
steps: a) raw data are pre-processed e.g., for noise and redundancy removal; b) within
the video sequence, temporal segmentation takes place, aiming to extract video segments
that contain exactly one action to be recognized. Approaches that contain this step per-
form “segmented” recognition; c) feature extraction, aiming to extract important temporal,
spatial or visual features from human motion; d) dimensionality reduction to increase the
quality and to decrease the size of features; e) a machine learning algorithm used to train
models to recognize and classify human activities.

Note that the feature extraction step requires knowledge and expertise regarding the spe-
cific domain of application, in order to provide features that will be able to discriminate
between activities. However, a common problem of these features is that even though
they may demonstrate satisfactory performance within the given domain of application,
they may fail when applied to a similar domain. A solution to the aforementioned problem
is omitting the feature extraction step and instead using a classification approach that is
based on deep learning. In that case features are not engineered; they are learnt from the
specific training data. Common deep learning architectures that have been successfully
applied in the problem of HAR are the convolutional neural networks (CNNs) [145] and the
recurrent neural networks (RNNs) [80], outperforming the majority of traditional machine
learning approaches. In case of the segmented HAR tasks, both architectures may be
applied, while in case of continuous HAR tasks, RNNs are the most common approach.
Although a vast amount of research has been conducted on improving recognition per-
formance, several principal challenges, such as the representation and the analysis of
actions, still remain unresolved.

1.2 Basic terminology of motion-based HAR

At this point we will provide the necessary background and terminology regarding motion-
based HAR using visual data, which shall be used at the following Chapters of this Thesis.
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In the context of computer vision, we may define a pose as the temporary suspension of
movement, where body joints assume a distinct configuration in space. On the other hand,
a gesture may be defined as an expressive, meaningful body motion involving physical
movements of the fingers, hands, arms, head, face, or body with the intent of conveying
meaningful information and/or interacting with the environment [186]. Thus, poses and
gestures are among the basic means of communication between humans, while they may
also play a crucial role in human-computer interaction, as they are able to transfer some
kind of meaning and/or emotions. However, the more broader notion of human actions
is difficult to be restricted in such a simple definition, since contemporary research efforts
model actions from simple limb movement to joint complex movement of multiple limbs
or even the whole human body [129]. This process is dynamic, and thus it requires a
duration of a few seconds.

In the rest of this Thesis, we shall use the following definitions, as they have been formal-
ized by Wang et al. [302], who suggested that activity recognition may be roughly divided
into the following tasks: gesture, action, interaction and group activity recognition. More
specifically:

 gestures are “basic” and instant activities, involving at most a couple of body parts
— example gestures are e.g., hand-waving, nodding, etc.;

* actions/activities require a larger amount of time to be completed and may involve
more body parts — example actions are e.g., falling, eating, sitting, etc.;

* interactions are performed between two “actors” or between an actor and an object
— example interactions of these sub-tasks are e.g., hugging each other and playing
guitar, respectively;

* group activities may be some combination of the above, typically involving more than
two actors — example group activities are e.g., two teams playing a basketball game,
a group meeting, etc.

According to Wang et al. [302] HAR tasks may be also be divided into two major categories:

» segmented recognition: the given input video sequence contains only the action to
be recognized. This means that any frame before/after the action, i.e., which does
not depict a part of the action, has been removed,;

 continuous/online recognition: the goal is to recognize actions within a given video;
the video may or may not depict a single action.
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1.3 Datasets

As we have already mentioned in subsection 1.1, sensors are required to capture human
actions. There exist various approaches and techniques which involve some kind of sen-
sor, either “worn” by the subject (e.g., accelerometers, gyroscopes etc.), or monitoring
the subject’s motion (e.g., cameras). In the latter case, the subject may also wear spe-
cial “markers” which are used to assist to the identification of several body parts and/or
skeletal joints. However, during the last few years several approaches rely solely on a
typical RGB cameras, enhanced by depth information, i.e., the user simply needs to stand
in front of the camera without wearing any kind of external equipment, while several parts
of her/his body are continuously detected and tracked in the 3D space.

Therefore, numerous HAR benchmark datasets have been collected and made accessible
to the research community for public use over the last decades. The majority of these
datasets have been generated using various sensors, including Motion Capture (Mocap)
systems [189], Kinect v1 and Kinect v2 sensors. These datasets typically encompass
RGB and depth data (RGB-D), as well as skeleton information, providing a diverse range
of combinations for research and experimentation. In this subsection we present some
of the most famous datasets that have been commonly used for evaluating HAR. As it
has already been mentioned in subsection 1.1, HAR approaches are typically categorized
into two major groups: segmented and continuous recognition. We will follow the same
categorization for the presentation of the datasets.

The first publicly available datasets such as the KTH [234], were limited to a small number
of simple actions e.g., walking, running, hand clapping etc.. Later, a next series of datasets
such as the Hollywood dataset [139] targeted more realistic human actions e.g., answer
phone, get out of car, hand shake etc., still being limited to a small number of classes. In
less than a decade, more challenging datasets such as the UCF101 [254] and the HMDB
[135] emerged, containing large numbers of more complex actions, including interactions
with objects such as playing cello, horse riding, swing baseball bat, fencing etc. However,
as we shall discuss in Chapter 2, when working with deep learning approaches, such as
the ones that will be presented at the following Chapters of this Thesis, a large-scale multi-
class dataset may be the key to effectiveness and robustness. At the following, our goal
is to present recent and large-scale datasets, bearing in mind the aforementioned goal.

1.3.1 Segmented Datasets

By “segmented” datasets we will refer to those datasets that offer samples that correspond
to a whole begin-end action/gestures, with one segment for one action. These datasets
are mainly used for classification tasks. At the following we present several segmented
datasets commonly used for the evaluation of methods based on deep learning.

CMU Mocap Dataset:" CMU Graphics Lab Motion Capture Database is a dataset encom-

'http://mocap.cs.cmu.edu/
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passing a wide range of human movements and has been recorded using motion capture
technology that precisely tracks the positions of markers placed on the subject’s body.
Figures 1.2a and 1.2b, depict both the front and the back of the subject, with markers
placed on his body. Moreover, in Fig. (1.2c), a visualization of the subject’s body is de-
picted: round dots represent the markers, while colored lines represent the bones. This
dataset was created in 2001, featuring 45 distinct classes for human interaction, physi-
cal activities and sports (basketball, dance), locomotion (running, walking) etc. involving
144 subjects. Overall, it includes a comprehensive collection of 2235 samples comprising
RGB and skeleton sequences.

Figure 1.2: Capture process using Mocap technology in case of CMU Mocap dataset. (a)
and (b): positions of markers on the subject’s body. (c): visualization of the subject’s body
—round dots correspond to markers, while colored lines to the body structure.

Mocap Database HDM05:? The Motion Capture Database HDMO5 by Miiller et al. [190],
consists a well-documented motion capture dataset. It is available in both C3D and
ASF/AMC Mocap data formats. C3D is utilized for 3D trajectory-based data, while ASF/
AMC supports skeleton-based data. It includes 130 distinct classes, performed by 5 non-
professional actors, and comprises a total of 2337 samples. The dataset has been cap-
tured using high-resolution cameras arranged in a circular configuration. In Figs. 1.3a
and 1.3b the markers on the body and some of the cameras may be observed. Moreover,
in Fig. 1.3c the comparison between a C3D file depicting a point cloud and an AMC file
depicting a skeleton is illustrated.

MSR-Action3D Dataset: [157] This consists the first RGB-D action dataset. It is a widely
used dataset that has been captured using the Kinect v1 and provides sequences of depth

2https://resources.mpi-inf.mpg.de/HDMO05/
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(b)

(c)

Figure 1.3: Data collection process in case of Mocap Database HDMO05. (a) the markers
on the body of the human subject; (b) the camera setup used for capturing; (c) comparison
between a C3D file depicting a point cloud (left) and an AMC file depicting a skeleton
(right). Figure taken from [190].

mpas. The dataset, created in 2010, focuses on activities of daily living, encompassing
activities such as high arm wave, horizontal arm wave, tennis serve, draw tick etc. It
comprises 20 distinct classes, performed by 7 human subjects, each repeated 3 times. In
total, the dataset contains 4020 action samples. In Fig. 1.4 two examples of depth maps
are presented, showcasing the actions of drawing a tick and performing a tennis serve.

MSRC-12 Dataset:®* the Microsoft Research Cambridge-12 Kinect gesture dataset [65]
consists of sequences of human movements, represented as body-part locations. It en-
compasses 594 sequences captured from 30 subjects, performing 12 different gestures.
The dataset was constructed in 2012 using the Kinect v1 camera, providing skeleton data
for analysis and recognition. The gestures within the dataset have been classified into two
categories:

* iconic gestures: these gestures establish a direct correspondence between the ges-

3https://research.microsoft.com/en-us/um/cambridge/projects/msrc12/
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(a)

(b)

Figure 1.4: Depth maps from the MSR-Action3D dataset. (a) draw tick; (b) tennis serve.

Figure taken from [157].
(b)

Figure 1.5: Example actions of the MSRC-12 Dataset. Left: “draw tick;” right: “tennis
serve.” Figure taken from [65].

SRR

Figure 1.6: Example actions of the MSRC-12 Dataset. Left: “start music/raise volume (of
music);” right: “navigate to next menu.” Figure taken from [65].

(a)

ture and its reference, creating a clear visual representation. In Fig. 1.5 gestures
“shoot a pistol,” “crouch” or “hide” are depicted;

* metaphoric gestures: these gestures represent abstract concepts, conveying mean-
ing beyond a direct visual resemblance. In Fig. 1.6 gestures “start music/raise vol-
ume (of music)” and “navigate to next menu” are depicted.

Provided modalities of MSRC-12 are (a) a textual part that aims to provide a description
of the gesture kinematics; (b) a static visual part that is composed of ordered series of
consecutive static images of the subject performing the gesture; and (c) a moving visual
part, i.e., video of the subject performing the gesture.

MSRDailyActivity3D Dataset: [291] This dataset was captured using a Kinect camera
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Figure 1.7: Sample frames of the DailyActivity3D dataset. Figure taken from [291].

(@) (b) (c)

Figure 1.8: Samples from G3D dataset: (a) color video frame; (b) the corresponding depth
map; and (c) the extracted skeleton from the human subject. Figure taken from [21].

v1 in 2012 within a living room setting. This specific environment was chosen so as to
encompass a broad range of human daily activities. It comprises 16 classes such as
drink, eat, read book, call cellphone etc. It was collected by involving 10 human subjects
which were either sitting on the sofa or standing close to it. A set of 320 samples has
been collected. A fixed camera in front of the sofa captures depth data, and alongside it,
skeleton data are recorded. However, the extracted joint positions from the tracker are
noisy, mainly because the actors are either sitting on or standing close to the sofa. In Fig.
1.7 several examples from the dataset are illustrated.

G3D Dataset:* the G3D dataset [21] comprises a variety of gaming actions that were cap-
tured using the Microsoft Kinect and provide RGB, depth and skeleton data. The dataset
involves 10 subjects executing a total of 20 gaming actions, such as, “punch right,” “punch
left,” “kick right,” “kick left,” etc. Each skeleton in the dataset includes information regarding
the player’s position and pose. The majority of sequences in the dataset feature multiple
actions conducted in a controlled indoor environment. This environment is characterized
by a fixed camera, which is a typical setup for gesture-based gaming scenarios. In Fig.
1.8 we illustrate an indicative color video frame, the corresponding depth map and the
extracted skeleton from the human subject.

SBU Kinect Interaction Dataset: [322] this dataset comprises a total of 300 interactions,
meticulously recorded in a controlled laboratory environment at Stony Brook University in
2012. The recordings include both color images and depth maps, each at a resolution of
640x480 pixels. Eight subjects actively participated in diverse activities involving interac-

“4http://dipersec.king.ac.uk/G3D/G3D.html
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Figure 1.9: Sample activities of the SBU Kinect Interaction Dataset: (a) “approaching;” (b)
“departing.” Each row contains a color image, a depth map, and extracted skeletons at the
first, 25%, 50%, 75%, and the last frame of the entire sequence for each interaction. Red
skeleton corresponds to the active subject, blue skeleton corresponds to inactive subject.
Figure taken from [322].

tions between two actors. Across these interactions, there are 9 distinct activity classes,
including actions such as approaching, departing, pushing, kicking, and more. Examples
are illustrated in Fig. 1.9. This dataset is considered as particularly valuable, since it pro-
vides comprehensive ground truth labels, specifying the action category and identifying
the “active” and “inactive” actors in each segmented video.

Berkeley MHAD Database: Berkeley Multimodal Human Action Database [194] utilizes
five distinct sensor systems for data capture and has been created in 2013. It uses a
Mocap system to construct the ground truth, 2 Microsoft Kinect v1 cameras for depth
data acquisition, 4 multi-view stereo vision cameras for capturing multi-view video data,
6 wireless accelerometers to capture dynamics of motion and 4 microphones to capture
audio for video analysis. This experimental setup is illustrated in Fig. 1.10. The dataset
consists of 11 classes captured by 12 subjects and it has 660 action sequences. Figure
1.11 depicts snapshots from all the actions captured by the front-facing camera, along
with the corresponding point clouds extracted from the Kinect data. The specified set of
actions includes:

+ actions involving movement in both upper and lower extremities, such as “jumping
in place” etc.;

« actions with high dynamics in upper extremities, like “clapping hands” etc.;

+ actions with high dynamics in lower extremities, for example, “sitting down.”
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Figure 1.10: The experimental setup that has been used for the acquisition of the Berkeley
MHAD Database. Figure taken from [194].

Figure 1.12 illustrates a snapshot of the action throwing, captured from the reference cam-
era of each camera cluster and from the two Kinect cameras. This figure aims to illustrate
the wealth of information that can be obtained through multi-view and depth observations,
highlighting the advantages over a single viewpoint.

Northwestern-UCLA Multiview Action 3D Dataset: this dataset has been proposed by
Wang et al. [292] and utilizes 3 Kinect v1 cameras to capture depth, RGB, and skeleton
data. Itencompasses 10 distinct classes of actions, including activities like “picking up with
one hand,” “picking up with two hands,” “dropping trash,” “walking around,” and more. The
actions were performed by ten actors, resulting in a total of 1475 sequences. This dataset
was created in 2014. The experiments are conducted under three distinct settings:

* cross-subject setting: training data is composed of samples from 9 subjects, leaving
out the samples from 1 subject for testing;

 cross-view setting: training data comprises samples from 2 cameras, while samples
from 1 camera are used for testing;

+ cross-environment setting: the learned model is applied to the same action but cap-
tured in a different environment. Examples of cross-environment testing data are
illustrated in Fig. 1.14b.
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Figure 1.11: Snapshots from all the actions available in the Berkeley MHAD Database,
displayed along with the corresponding point clouds obtained from the Kinect depth data.
Depicted actions from left to right: “jumping,” “jumping jacks,” “bending,
ing two hands,” “waving one hand,” “clapping,” “throwing,” “sit down/stand up,

“stand up.” Figure taken from [194].

” &

punching,” “wav-
” “sit down,”

9, ” oW ” o

Figure 1.12: Throwing action from the Berkeley MHAD Database as captured by the ref-
erence camera in each camera cluster, as well as from the two Kinect cameras. Figure
taken from [194].

ChaLearn LAP IsoG Dataset :° [290] this large-scale dataset has been created in 2016
and comprises 249 gesture classes with a substantial collection of 47,933 RGB-D video
samples. These samples have been captured using the Kinect v1 camera and involved
the participation of 21 individuals. The dataset is meticulously partitioned into training,
validation, and test sets. This partitioning strategy ensures that samples from different
subjects are included in each set, preventing the gestures of a specific subject in the
validation and test sets from appearing in the training set. This separation is crucial for

Shttp://www.cbsr.ia.ac.cn/users/jwan/database/isogd.html
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Figure 1.13: Sample frames of Multiview Action3D dataset and specifically from the cross
environment setting. Figure taken from [292].

(b)

Figure 1.14. Samples from ChalLearn LAP IsoG Dataset: (a) Colorized sample depth
maps; (b) body part annotations of head, shoulder, elbow and hand positions, with circles
denoting occluded body parts.

evaluating and generalizing the recognition model effectively.

NTU RGB+D Data Set The ROSE LAB® at the Nanyang Technological University of Singa-
pore has constructed two human activity datasets, namely NTU RGB+D and NTU RGB+D
120 [235]. The first dataset comprises a total of 60 action classes and contains 56,880
video samples, while the second one is an extension of the first, featuring additional 60

bhttps://www.ntu.edu.sg/rose
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Sampe frames of "NTU RGB+D" dataset

Figure 1.15: Sample frames from activities of the two datasets NTU RGB+D datasets.
Figure taken from [236].

classes on top of the original 60, resulting to a total of 120 activity classes. Furthermore,
the second dataset includes another 57,600 video samples, bringing the total number of
samples in this dataset to 114,480. Both of these datasets provide various data modalities,
i.e., RGB videos, sequences of depth maps, 3D skeletal data, and infrared (IR) videos for
each individual sample are provided. This dataset has been captured using three Kinect
V2 cameras, resulting to RGB videos having a resolution of 1920x 1080, while the depth
maps and IR videos share a common resolution of 512x424. Additionally, the 3D skeletal
data comprises the 3D coordinates of 25 body joints at each frame. The activities in both
these datasets are categorized into three main groups: daily actions, mutual actions, and
medical conditions, while sample frames are illustrated in Fig. 1.15.

We should herein note that the UTKinect-Action3D Dataset [311] and the SYSY-3D-HOI
dataset [102] also fall in this category. However, since these are among of the datasets
that have been utilized for the evaluation of the experiments presented in this Thesis, they
will be presented in detail in Chapter 2.

1.3.2 Continuous/Online Datasets

As “continuous/online” datasets we shall refer to those datasets where each video se-
guence may contain one or more activities/gestures, and the segmented position between
different motion classes are unknown. These datasets are mainly used for action detec-
tion, localization and online prediction. There do not exist as many datasets as in the case
of the segmented ones.
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ChalLearn2014 Multimodal Gesture Recognition Dataset:’ this dataset is a multimodal
dataset collected in 2014 by Escalera et al. [56] and is similar to the previously mentioned
Chalearn LAP IsoG dataset. It has been collected using the Kinect v1 camera, encom-
passing RGB, depth, skeleton, and audio modalities. The recorded sequences involve a
single user positioned in front of the camera, engaging in natural communicative ltalian
gestures and featuring a vocabulary of 20 Italian gesture categories. The dataset includes
13,858 video fragments. The gestures are performed by 27 individuals under diverse con-
ditions, encompassing variations in clothing, positions, backgrounds, and lighting.

ChaLearn LAP ConGD Dataset®: this dataset has been crated by Wan et al. [290] and
is also similar to the previously mentioned Chalearn LAP IsoG dataset. Therefore, it is
also a large dataset that has been collected with Kinect V1 camera. It has 47,933 RGB-
D gestures in 22,535 RGB-D gesture videos and involves 21 participants. It focuses on
cross-user evaluation and provides manually labeled temporal segmentation to obtain the
start and end frames for each gesture in continuous videos.

We should herein note the PKU-MMD Dataset [163] also falls in this category, even though
it also provides activity boundaries, allowing for segmented recognition. However, since
this is one of the datasets that have been utilized for the evaluation of the experiments
presented in this Thesis, it will be presented in detail in Chapter 2.

1.4 Recent Approaches on HAR

In this Section we will present recent research efforts in the broader area of motion-based
HAR using optical data. We will focus solely on deep learning-based methods, in an
effort to provide a comprehensive understanding of this research area. We herein remind
that a typical categorization considers four main categories, based on the origin of the
extracted motion-based visual features. Specifically, research works are categorized into
a) RGB-based; b) depth-based; c) skeleton-based; and d) RGB+D-based. Note that this
categorization aligns with the taxonomy outlined by Wang et al. [302] and is illustrated
in Fig. 1.16. As it has been previously discussed in subsection 1.2, each category is
further divided into continuous/online motion recognition. Note that focus will be given
into the two of the most dominant neural network architectures that have been widely
used in diverse deep learning approaches, i.e., convolutional neural networks (CNNs) and
recurrent neural networks (RNNs), however we will also present works that are based on
other types structured networks.

1.4.1 RGB-based Motion Recognition using Deep Networks

Color information encoded in the RGB channel is mainly characterized by properties of
shape, color, and texture and may be used for subsequent feature extraction so as to con-

"https://gesture.chalearn.org/2013-multi-modal-challenge
8http://www.cbsr.ia.ac.cn/users/jwan/database/congd.html
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Figure 1.16: A brief taxonomy of RGB+D based motion recognition approaches. Figure
taken from [302].

vey rich information. Therefore, many research works are based on the direct employment
of network architectures, such as 2D CNNs [90, 134, 246], for extracting features at a per-
frame level. However, RNN-based architectures are also used.

1.4.1.1 Segmented RGB-based Motion Recognition

1.

CNN-based approaches: One approach for encoding simultaneously the spatio-
temporal and structural properties of a given scene is based on CNN for feature
extraction per frame, while temporal information is encoded upon fusion of features
extracted of consecutive frames. A typical example is the work of Karpathy et al.
[120] who explored several temporal fusion methods, whilst they proposed the notion
of “slow fusion,” wherein subsequent network layers gain progressively more global
information in spatial and temporal dimensions. In the same context, several pooling
methods, in the temporal domain, have been suggested, with a notable example the
one presented by Ng et al. [321].

A second approach is based on the extension of the convolutional operations into
the temporal dimension of motion. Consequently. 3D-CNNs have been proposed to
address the need of simultaneous extraction of spatial and temporal features, while
experimental evaluation verified their dominance over their 2D counterparts [112].
A popular approach is the C3D descriptor, based on 3D pooling layers has bee
proposed by Tran et al. [275]. Its main drawback is performance in longer video
sequences, which has been addressed by the approach of Varol et al. [281] who
proposed a methodology based on long-term temporal convolutions. To decrease
the number of network parameters, Sun et al. [263] combined 1D and 2D filters to
form a 3D filter.

Another popular approach is to encode the spatio-temporal dynamics of video se-
quences into 2D “dynamic” images, which may be then used as input to CNN for
recognition. Notable works in this area are the ones of Bilen et al. [17], Fernando
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and Gould [64] and Fernando et al. [63] who proposed variations of rank pooling to
encode videos into dynamic sets of images.

The final approach in this category is based on separate networks for capturing
spatial and temporal features, namely “multiple-stram” networks. Notable works in-
clude the one of Simonyan et al. [247] who fused the output of a spatial stream
network whose input was a set raw video frames with the output of a temporal one,
whose input was a set of optical flow fields. This work was then extended by Wang
et al. [293] upon incorporating trajectory-constrained sampling and pooling and by
Zhang et al. [323] who replaced optical flow with motion vectors. Wang et al. [294]
focused on the temporal structure of video sequences, by extracting features from
short video snippets, while Wang et al. [307] focused on region-based features. A
typical drawback of such approaches consists of the mismatch among different fea-
tures, thus a spatial-temporal fusion step is needed Feichtenhofer et al. [59].

2. RNN-based approaches: Many research works used RNNs in combination with
CNNs to address the problem of temporal feature extraction. Baccouche et al. [12]
employed a cascade of 3D CNN and LSTM, each trained separately. Contrary to
this approach, the one of Donahue et al. [49] proposed a mixed architecture namely
‘long-term recurrent convolutional network (LRCN), wherein both networks have
been trained simultaneously. Both architectures have been also used for feature
extraction, which were then fused such as in the work of Ng et al. [321]. Other
works incorporate attention models, such as the one of Sharma et al. [237] which
used to learn the importance of relevant frame parts, and the one of Du et al. [53] who
proposed a recurrent pose-attention network (RPAN) for adaptive learning of highly
discriminative pose-related features. RNN-based approaches also include the re-
current neural network fisher vector (RNN-FV), proposed by Lev et al. [150], upon
replacing the GMM probabilistic model in Fisher Vector with an RNN, in an effort to
avoid assumptions regarding the distribution of the available training data, a com-
bination spatio-temporal graphs and RNN proposed by Jain et al. [113], the Lattice-
LSTM (L2STM) network proposed by Sun et al. [264], used to learn independent
hidden state transitions for a given region and the biologically-inspired ShuttleNet1
proposed by Shi et al. [241].

3. Approaches based on other architectures: In addition to the prevalent CNN-
and RNN-based approaches for motion recognition from RGB modalities, alterna-
tive structures have been employed for this task, such as feed-forward hierarchical
template matching, [111], Space-time Deep Belief Network (ST-DBN) based on con-
volutional restricted Boltzmann machine (CRBM) [36], convolutional gated restricted
Boltzmann machine (convGRBM) [270], convolution based on independent sub-
space analysis [142,271], a three-layer autoencoder, namely “Dynencoder” [314],
an LSTM autoencoder, wherein the encoder learns a compact representation, while
the decoder reconstructs the input sequence [257] and adversarial mechanisms [77]
for training multi-scale convolutional network for generating future frames [179].
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1.4.1.2 Continuous RGB-based Motion Recognition

It is apparent that the majority of the previously mentioned methodologies strongly de-
pends on the accessibility of a segmented video dataset for model training. Nevertheless,
constructing such a dataset is usually a costly and time-consuming undertaking, espe-
cially considering that real-life activities may unfold continuously. The advent of untrimmed
video datasets [25,43, 163,290, 319] has proven to be a valuable asset for research and
has posed challenges in motion recognition within the context of untrimmed videos. Nu-
merous research endeavors in this category draw inspiration from the well-established R-
CNN [72,73,224], a network designed for region-proposal-based object detection. Con-
sequently, these approaches aim to suggest temporal segments of an input untrimmed
video that capture a particular activity. Typically, they initiate this process by generating a
reduced set of candidate temporal windows. Subsequently, an action classifier evaluates
each proposal independently, categorizing it based on the depicted action. In the follow-
ing, we will introduce representative methods that leverage both CNNs and RNNs, starting
with proposal-based strategies—approaches centered on detecting temporal boundaries
of actions.

1. CNN-based approaches: In continuation of the previously mentioned two-stream
network [247], in the work of Gkioxari and Malik [74] region proposals are cate-
gorized at a frame-level, by considering not only static but also motion cues and
“action tubes” are produced at both action and video levels. Weinzaepfel et al. [309]
opted for selecting the highest-scoring frame-level proposals, tracking them within
the whole video using a multi-scale sliding window approach. Shou et al. [245] intro-
duced multi-stage segment-based 3D CNNs to create candidate segments, which
are the used for recognizing both present actions and their corresponding bound-
aries. Peng and Schmid [212] utilized RGB and optical flow to produce comprehen-
sive proposals, subsequently temporally localizing the detected actions by stacking
optical flows. A novel network architecture, UntrimmedNet, was proposed by Wang
et al. [295], and it was applied to detect windows containing actions. Structured tem-
poral pyramids were employed by Zhao et al. [334] for a similar purpose. In contrast
to previous methods, Zhu et al. [337] integrated spatial and temporal information,
along with an efficient path trimming method for detecting action boundaries.

Hou et al. [97] extended R-CNNs to 3D, leveraging the Tube Proposal Network and
Tube-of-Interest pooling layer. This way they were able to address variations in tube
proposal sizes both in the spatial dimensions and in the temporal dimension. Saha
et al. [229] proposed an approach for the regression and classification of 3D region
proposals which extend into two consecutive video frames. Kalogeiton et al. [116]
introduced an Action Tubelet detector, extending the SSD framework from 2D to 3D.
Gao et al. [67] presented a temporal unit regression network (TURN) model for pre-
dicting action proposals and refining temporal boundaries, while Singh et al. [249]
designed a real-time online algorithm for constructing and labeling action tubes. Ad-
ditionally, Lea et al. [143] adopted temporal convolutional networks (TCNs), featuring
a hierarchy of temporal convolutions, in order to provide more accurate action 3D
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boundaries.

2. RNN-based approaches: Besides proposal-based methods utilizing CNNs, numer-
ous approaches employing RNNs for temporal modeling have been put forth. Es-
corcia et al. [57] introduced “deep action proposals” (DAPs), a method grounded on
C3D [275] as the visual encoder and an LSTM for the sequence encoder to gener-
ate action proposals. However, such approaches have demonstrated computational
expensiveness, often dividing the input video to numerous short and overlapping
temporal windows, thereby imposing a substantial computational burden. To miti-
gate this challenge, Buch et al. [24] used a single-stream temporal action proposal
method, eliminating the aforementioned drawback.

Moreover, several proposal-independent methodologies have been introduced. Yeung et
al. [318] utilized an RNN-based agent, trained for the formulation and the refinement of
action instance hypotheses. This agent encompasses an observation and a recurrent
network. Singh et al. [248] introduced a multi-stream bi-directional RNN to provide finer
action boundaries. In this approach, a tracking algorithm was employed to identify the
bounding box of the person, and both motion and appearance streams were trained within
the tracked bounding box. The utilization of a bi-directional LSTM enabled the modeling
of temporal dynamics not only during, but also amid actions.Ma et al. [174] proposed a
modification of the RNN objective to better capture the progression of activities. Huang et
al. [100] proposed a dynamic programming approach based on an extended connectionist
temporal classification (ECTC). Finally, Dave et al. [42] employed a sequence of RNNs se-
quentially to make predictions regarding future actions and subsequently corrected them
based on observations.

1.4.2 Depth-based Motion Recognition with Deep Learning

In contrast to the RGB modality, the addition of depth offers several advantages. Specif-
ically, it provides illumination invariance, invariance to color and texture changes and fa-
cilitates the extraction of 2D human silhouettes and 3D human skeletons. Despite these
benefits, there is a scarcity of research on depth-based HAR, mainly due to the absence of
color and texture information; depth maps contain only information regarding each pixel's
distance to the camera. Note that color and texture are the main source of information that
is encoded by using CNNs, therefore, their absence leads to weakening or even loss of
their discriminative representation capabilities [171]. CNNs excel in learning hierarchical
features from RGB images, utilizing color and texture information for recognition tasks.
In the absence of these visual cues, the discriminative capacity of CNNs may be com-
promised, making it challenging to achieve optimal performance in depth-based action
recognition. Secondly, the existing depth data available for training deep learning models
is relatively small-scale. Traditional pipelines in deep learning rely heavily on data-driven
approaches, learning representations directly from pixel-level information. When such
models are optimized on limited training data, there is a risk of overfitting, where the model
may not generalize well to unseen data. The scarcity of large-scale depth datasets poses
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a challenge in training robust and generalizable deep learning models for depth-based
motion recognition.

Presently, the predominant strategies for depth-based motion recognition involve CNN-
based methods. Researchers are actively exploring techniques to address the challenges
associated with depth data, aiming to enhance the performance and applicability of deep
learning models in this modality.

1.4.2.1 Segmented Depth-Based Motion Recognition

Methodologies in this category are typically CNN-based approaches. Wang et al. [297,
298] introduced the Weighted Hierarchical Depth Motion Maps (WHDMM) + 3ConvNet
method for human action recognition from depth maps. They aimed to provide a view-
point invariant approach and to achieve this the created artificial rotated data samples, to
simulate the effect of viewpoint change. To compensate for the effect of the variable ac-
tion durations, they constructed WHDMMs at several temporal scales. They also adopted
a transfer learning approach by re-training and fine-tuning ImageNet models. Wang et
al. [304] used rank pooling to produce dynamic images based on depth sequences and
produced three different 2D representations, which aimed to simultaneously capture in-
formation regarding the pose and the motion of the subject. In a continuation of this
work [304] they modified rank pooling in a hierarchical manner.

In another development, Wang et al. [301] combined pairs of dynamic images to repre-
sent depth sequences. They used rank pooling in both temporal directions and aggregated
both motion and skeleton joint structure information. The produced 2D images were then
used as input to CNNs. This work was later extended by Hou et al. [98] upon exploiting
spatio-temporal-structural information. Rahmani et al. [219] created synthetic depth im-
ages which were then used as a means to learn a view-invariant human poses and motion.
They also used MoCap data to fit the aforementioned models into real action examples
and proposed a group sparse Fourier Temporal Pyramid, to encoded motion features.

1.4.2.2 Continuous Depth-Based Motion Recognition

Methodologies in this category are typically CNN-based approaches. For continuous ges-
ture recognition, Wang et al. [299] devised a two-step approach comprising segmentation
of depth sequence and application of a modification of motion maps. Then, in a contin-
uation of this work [304] they proposed three motion representations, namely “Dynamic
Depth Images” (DDI), “Dynamic Depth Normal Images” (DDNI), and “Dynamic Depth Mo-
tion Normal Images” (DDMNI), which were based on rank pooling. In all cases, pre-trained
CNNs were used for classification.
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1.4.3 Skeleton-based Motion Recognition with Deep Learning

In skeleton-based motion recognition using deep learning, methods that have been pre-
sented are also categorized as RNN-based, CNN-based, and other-architecture-based,
for both segmented motion recognition and continuous/online motion recognition.

Specifically, the first approach involves RNNs, which are particularly well-suited for pro-
cessing data sequences. RNN-based methods leverage the temporal dynamics of skele-
ton data for both segmented and continuous motion recognition. These models can cap-
ture dependencies and patterns over time, making them effective for understanding the
temporal evolution of actions. The second approach employs CNNs and other architecture-
based methods for segmented motion recognition. CNNs have demonstrated success in
image and video analysis tasks, and their application to skeleton data involves extract-
ing hierarchical spatial features from joint positions. Other architecture-based methods
may use combinations of different neural network layers to capture complex spatial de-
pendencies in skeleton sequences. The third approach focuses on RNN-based methods
for continuous or online motion recognition. In this context, RNNs are employed to pro-
cess streaming skeleton data in real-time. These models adapt to the evolving nature of
continuous actions and make predictions based on the sequential input of joint positions.

We should herein note that each of the aforementioned approaches exhibits both advan-
tages and drawbacks, and the choice of a specific method depends on the requirements
of the given motion recognition task, such as whether the input data is segmented or con-
tinuous, and the level of temporal information needed for accurate recognition.

1.4.3.1 Segmented Skeleton-Based Motion Recognition

1. CNN-based approaches: Researchers have explored various approaches for skel-
eton-based action recognition using deep learning. Methods include representing
skeleton sequences as matrices and converting them into images for CNN-based
feature extraction (Du et al., [50]). Wang et al. [300] introduced Joint Trajectory Maps
(JTM) by mapping joint trajectories into the HSV color space, and Hou et al. [96] em-
ployed color encoding on orthogonal canvases. Li et al. [153] proposed Joint Dis-
tance Maps (JDM) by encoding pair-wise distances between skeleton joints into tex-
ture images. Liu et al. [169] enhanced skeleton visualization and used a sequence-
based view-invariant transform with multi-stream CNN fusion. Ke et al. [121] de-
signed invariant vector-based features, and Ke et al. [122] represented sequences
as clip images for CNN-based learning. Kim and Reiter [253] utilized Temporal Con-
volutional Neural Networks (TCN) with Res-TCN for interpretable hidden represen-
tations and model parameters.

2. RNN-based approaches: In this category of approaches, skeleton features are
used as input to an RNN to exploit the temporal dynamics of motion. Du et al. [51,52]
used parts of the skeleton sequence as input to bi-directional RNNs/LSTMs. Vee-
riah et al. [284] introduced a differential gating scheme for LSTMs to emphasize
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information gain from salient motions. Zhu et al. [338] applied regularizations in fully
connected layers and introduced dropout to LSTM neurons. Shahroudy et al. [235]
proposed a part-aware LSTM (P-LSTM). Liu et al. [165] presented a spatio-temporal
LSTM (ST-LSTM) network to model dependencies between joints in both tempo-
ral and spatial domains. Song et al. [252] introduced a spatio-temporal attention
model with LSTM for discriminative joint mining. Liu et al. [166] proposed a Global
Context-Aware Attention LSTM (GCA-LSTM) to focus joints that carry most infor-
mation regardind motion, with global context. Zhang et al. [329] investigated simple
geometric features with a 3-layer LSTM framework. Lee et al. [149] proposed an
ensemble Temporal Sliding LSTM (TS-LSTM) network with short-, medium-, and
long-term components. Li et al. [158] used multiple RNNs in a tree-like hierarchy.
Zhang et al. [325] addressed large view variations with a self-regulated view adap-
tation scheme integrated into an LSTM for dynamic determination of observation
viewpoints during recognition.

3. Approaches based on other architectures: In addition to RNN- and CNN-based
architectures, there are several other approaches that have been used in this prob-
lem. Salakhutdinov et al. [231] proposed an approach that integrates deep netwe-
orks with structured hierarchical Bayesian models. Wu and Shao utilized deep belief
networks (DBN) to model the spatial distribution of skeletal joints. ljjina et al. [107]
employed autoencoders to learn features from skeletal data. Finally, Huang et
al. [101] combined the Lie group structure with a deep network to learn improved
features.

1.4.3.2 Continuous Skeleton-Based Motion Recognition

Unlike previously mentioned approaches that were based on temporally segmented skele-
ton sequences, the one proposed by Li et al. [160] applied an LSTM to capture long-range
temporal dynamics, i.e., without using sliding windows. This approach was more compu-
tationally efficient.

1.4.4 RGB+D-based Motion Recognition with Deep Learning

As it has been previously discussed, each of the typical visual modalities, i.e., RGB, depth
and 3D skeletons has its own strengths and limitations. Therefore, it is expected that the
combination of their strengths could improve recognition. Corresponding approaches may
be classified as follows: (i) CNN-based, (ii)) RNN-based, (iii) approaches based on other
architectures for segmented motion recognition, and (iv) RNN-based continuous/online
motion recognition.
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1.4.41 Segmented RGB+D-Based Motion Recognition

1. CNN-based approaches: Zhu et al. [335] proposed a late fusion 3D CNN-based
approach, which relied on C3D [275] and fused RGB and depth. Duan et al. [54]
introduced a convolutional two-stream consensus voting network (2SCVN) and 3D
depth-saliency CNN stream (3DDSN), both running simultaneously. Wang et al.
[301] fused RGB and depth and novel representation, namely “scene flow.” Wang et
al. [305] trained a CNN using both RGB and depth information. Rahmani et al. [220]
presented used depth and skeleton data, aimed to capture interactions among body
parts and/or objects and incorporated a CNN for classification.

2. RNN-based approaches: Pigou et al. [216] employed a CNN to extract frame-
based appearance features incorporating depth information, and an RNN to capture
temporal motion dynamics. Li et al. [161] utilized the C3D model [275] to extract
RGB and depth features, separately. Upon fusion, they were used as input to an
SVM classifier. Zhu et al. [336] also used C3D [275] and convolutional LSTMs [240].
The role of the CNN was to mitigate limitations of LSTM. Luo et al. [173] adopted
an RNN-based encoder-decoder to learn video features by predicting a sequence
of basic motions.Shi et al. [242] fused depth and skeleton information using a Privi-
leged Information-based RNN (PRNN). In the same context, Mahassein and Todor-
ovic [175] introduced a regularization of LSTM learning where the output of another
encoder LSTM (eLSTM) grounded on 3D human-skeleton training data is used as
regularization, under the assumption since videos and skeleton sequences involve
human motions, similar features will be extracted from both.

3. Approaches based on other architectures: Shahroudy et al. [236] fused hand-
crafted features with RGB and depth information, by embedding them into a com-
mon space. For classification they used stacked layers of non-linear autoencoder-
based component factorization, forming a deep shared-specific analysis network.
Wu et al. [310] utilized a Gaussian-Bernoulli Deep Belief Network (DBN) to extract
high-level skeletal joint features. They also employed a 3D CNN to extract features
depth and RGB and investigated several fusion strategies in combination with tem-
poral modeling, demonstrating that fusion could lead to significant improvement of
recognition.

1.4.4.2 Continuous RGB+D-Based Motion Recognition

Methodologies in this category are typically RNN-based approaches. Chai et al. [34] intro-
duced a fusion approach for RGB and depth in a two-stream RNN, wherein depth and RGB
fusion takes place prior to the LSTM layer. Molchanov et al. [188] proposed joint segmen-
tation and classification, utilizing a recurrent C3D with connectionist temporal classification
(CTC) and training a separate network for each modality. Notably, they incorporated the
infrared modality within their framework. Recognition was a result of late classifier fusion.
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1.5 Research Questions

In the proposed Thesis, new methodologies for HAR, implementing architectures based
on deep learning techniques will be explored and evaluated. They will rely on the mea-
surement of physiological and kinematic parameters, as well as on the extraction of visual
data recorded by sensors placed in the subjects’ environment. Emphasis will be given on
visual representations of the recorded data, allowing recognition based on convolutional
neural network architectures. Techniques for information fusion will also be investigated.

The goal of this Thesis is to contribute to the field of HAR by introducing innovative ap-
proaches that leverage deep learning techniques for recognizing human behavior and ac-
tivities. Additionally, by focusing on low-cost sensors, the proposed methodologies may
potentially be more easily applicable in real-world scenarios.

Building upon the foundational context established in this Chapter, this subsection delin-
eates the specific research questions that direct the focus of this Thesis, which are as
follows:

1. How can well-known spectral image transformations of raw signal data image rep-
resentations of 3D skeletal motion may be used for human activity recognition, and
which transformations are most effective in achieving this goal? (Chapter 3);

2. Is it possible to use artificially rotated skeleton sequences as a means for data aug-
mentation, so as to improve the classification accuracy? What is the effect to classifi-
cation accuracy of alignment of a given skeleton with the viewpoint used for training?
(Chapter 4);

3. Isit possible to use a domain adaptation approach to align feature distributions orig-
inating from different camera viewpoints? (Chapter 5);

4. Can fusion of multiple modalities of skeletal representation assist to improve perfor-
mance and at what extent? (Chapter 6);

5. Will the augmentation of training set using occluded samples provide an increase to
the performance of a HAR approach and to what extent? (Chapter 7).

In the following subsections, we will outline each specific research question, providing
insights into how they align with the research aims and how they will be operationalized
within the methodological framework of this study. The exploration of these questions is
intended to yield a comprehensive understanding of the topic, fostering advancements in
theory and practical applications of human activity recognition.

1.6 Contributions of this Thesis

At the following we summarize the main contributions of this Thesis to the research area
of HAR:
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1. a 2D image representation of 3D skeletal motion, which is based on well-known 2D
image transforms (Chapter 3);

2. adata augmentation and view alignment approach, which is based on the 3D rotation
geometric transform (Chapter 4);

3. an adversarial domain adaptation approach, applied on cross-view HAR evaluation
(Chapter 5);

4. a multimodal fusion approach, combining RGB and skeletal data modalities;

5. and a data augmentation approach which exploits artificially occluded skeleton ac-
tion samples.
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2. THEORETICAL AND EXPERIMENTAL BACKGROUND

2.1 Artificial Intelligence

Artificial Intelligence (Al) is the field of Computer Science that deals with the design and im-
plementation of programs capable of mimicking human cognitive abilities, thus exhibiting
features typically attributed to human behavior. These features include problem-solving,
visual perception, learning, drawing conclusions, and understanding natural language. As
illustrated in Fig. 2.1, Al is a huge research area, wherein Machine Learning (ML) (see
subsection 2.1.1) is a sub-area of Al, while Deep Learning (DL) (see subsection 2.1.3) is
a sub-area of ML.

Artificial Intelligence:
Mimicking the intelligence or
behavioural pattern of humans

or any other living entity.

Machine Learning:
A technique by which a computer
can "learn" from data, without
using a complex set of different
rules. This approach is mainly
based on training a model from
datasets.

Deep Learning:
A technique to perform
machine learning

inspired by our brain's
own network of
neurons.

Figure 2.1: A Venn diagram, displaying how deep learning is a subset of machine learning
and how machine learning is a subset of artificial intelligence. Figure taken from [222]

A popular definition of Al is provided by Barr and Feigenbaum [13]: “Al is the field of
computer science that deals with the design of intelligent (cognitive) computational sys-
tems, namely systems that exhibit characteristics associated with intelligence in human
behavior.”

However, there exist several other definitions according to which the aim of Al is to build
systems that encompass the following objectives:

1. Think like humans: Al aims to create systems capable of performing thinking func-
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tions in a manner similar to that of humans.

2. Behave like humans: The goal is to develop systems that exhibit behavior similar
to that of humans in various situations.

3. Think logically: Al seeks to design systems capable of making logical decisions
and engaging in thinking based on logic.

4. React logically: Al seeks to create systems that can react to situations based on
logic, similar to how humans react.

At the following, we attempt to present a brief historical overview of Al. The beginning of
Al era is probably 1943, i.e., when McCulloch and Pitts [181] proposed artificial neurons
(i.e., the “perceptrons”), demonstrating how they can implement simple logical functions.
Minsky [196], in 1951, constructed the SNARC, the first machine using neural networks
with 40 neurons. In the same year, the first Al games, i.e., chess and checkers, were
developed. In 1955, the first computer program capable of proving theorems from Rus-
sell’'s work was created, while in 1956, the first Al conference took place at Dartmouth,
attended by key figures in the field. The 1960s saw the creation of the first robot, but the
initial enthusiasm of the 1960s was followed by criticism, suggesting that systems were
only suitable for simple “toy problems.” In the 1970s, systems were developed containing
the necessary knowledge to behave like human experts in various fields, called “expert
systems” or “knowledge Systems.”

In the early 1970s, Prolog programming language was introduced [148]. However, due to
limitations such as computational power, it was impractical to solve large-scale problems.
Moravec’s paradox [2] highlighted the contrast between simple tasks for computers and
complex tasks for humans, like facial recognition or obstacle avoidance. Computational
vision and robotics faced challenges during that time.

The late 1980s brought an explosion of expert systems [60], micro-level specialized knowl-
edge for specific problems, leading to research funding. The revolution of knowledge
emphasized that intelligent behavior depends on accumulated knowledge. Major break-
throughs during the 1980s in the area of machine learning were the Hopfield Networks [94]
and the Backpropagation algorithm [146]. Support Vector Machines (SVMs) for use in
classification and regression tasks were reintroduced by Vapnik in 1992 [282]. In 1997,
Deep Blue defeated the world chess champion, Garry Kasparov, marking a breakthrough
in computing power [200].

The rise of Deep Learning [78] since the early 2010s has been driven by the availability
of vast amounts of data and powerful computational resources, such as GPUs, which
are adept at handling the complex matrix operations involved in neural networks. Deep
Learning is a branch of machine learning, modeling high-level abstractions using multiple
processing layers, thus being capable of discovering intricate structures in large data sets.
This approach has led to breakthroughs in tasks that once seemed nearly impossible for
machines to perform, like translating texts, recognizing spoken words, and classifying
images with an accuracy comparable to human performance.
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Within the context of contemporary applications, Al has found multifaceted utility across
various domains (see Fig. 2.2). A prominent application is the efficient identification of
unwanted or spam emails, where Al algorithms employ advanced pattern recognition
techniques to filter and categorize incoming messages (Fig. 2.2a). Al has also revolu-
tionized internet search engines (Fig. 2.2b), enhancing the accuracy and relevance of
search results through sophisticated algorithms that understand user intent. Moreover,
in the realm of e-commerce, Al plays a crucial role in providing personalized shopping
recommendations (Fig. 2.2c) by analyzing user preferences and behavior. Additionally,
in the financial sector, Al algorithms are employed for predicting stock prices (Fig. 2.2d),
leveraging complex data patterns and market trends. Image recognition capabilities of Al
come to the forefront in identifying objects and areas within photos (Fig. 2.2e), contributing
to advancements in fields such as computer vision. Facial recognition (Fig. 2.2f) is an-
other noteworthy application, having implications in security and authentication systems.
The integration of Al into digital assistants enhances their capabilities, allowing for more
natural language understanding and personalized interactions (Fig. 2.2g). Furthermore,
the pursuit of autonomous driving (Fig. 2.2h) has seen significant strides with the appli-
cation of Al in developing advanced driver assistance systems (ADAS) and self-driving
technologies, aiming to redefine the future of transportation.
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Figure 2.2: Several modern applications of Al, including (a) spam filtering; (b) search
engines; (c) visual recognition; (d) stock price prediction; (e) semantic segmentation; (f)
face detection; (g) home assistants; (h) autonomous driving.
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211 Machine Learning

Machine Learning (ML) [273] stands as one of the most significant domains within the field
of artificial intelligence. Itinvolves algorithms that “learn” and improve through experience,
utilizing data. The approach followed in ML is to construct a model using a dataset referred
to as the “training set.” The effectiveness of these models is evaluated using a set of data
known as the “testing set.” ML closely intersects with statistics, as both fields are related
with the analysis of data. The process entails refining algorithms based on experience,
emphasizing the iterative nature of machine learning’s development. The core concept
revolves around constructing models that can generalize patterns from the training data
to make predictions or decisions on new, unseen data. At the following we will present the
main approaches used for making models learn by using data.

» Supervised Learning: This type of learning involves the construction of a function
that maps given inputs to known, desired outputs originating from a training set. The
ultimate goal is to generalize this function for inputs with unknown outputs, typically
assessed using a testing set. Examples of supervised learning tasks include clas-
sification, where the algorithm categorizes inputs, and regression, where it predicts
continuous outputs based on input features.

» Unsupervised Learning: In this type of learning, algorithms build models for a set
of inputs without knowledge of desired outputs for the training set. Common ap-
plications include clustering, where the algorithm groups similar data points, and
dimensionality reduction, aiming to simplify the representation of input data.

» Semi-Supervised Learning: Semi-supervised learning combines a small number of
labeled data with a larger set of unlabeled data. Positioned between supervised and
unsupervised learning, this approach aims to leverage the benefits of both, address-
ing scenarios where obtaining labeled data is resource-intensive.

* Reinforcement Learning: Reinforcement learning focuses on algorithms learning
through direct interaction with an environment. Inspired by learning through “re-
ward and punishment,” the goal is to maximize a reward function. The model au-
tonomously discovers which actions yield the greatest benefit, making it suitable for
dynamic environments where outcomes depend on sequential decision-making.

The aforementioned learning paradigms form the basis of machine learning, a crucial field
within the broader landscape of Al. The intersection of algorithms and data analysis de-
fines the methodologies employed for developing intelligent systems. Modern applications
of machine learning primarily target:

» Data Classification: ML is extensively applied for categorizing and classifying data
into distinct groups or classes. This involves training models to recognize patterns
and make predictions based on input features.
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* Predictions of Future Behavior: ML excels in making predictions about future behav-
ior based on historical data. These predictions can range from forecasting financial
trends to predicting user preferences in recommendation systems. ML, especially
when imbued with a form of “intelligence,” is considered a subset of Al. It is closely
associated with the field of data mining, although there is a fundamental difference:

— Machine Learning: Relies on known properties of the data. Aims to construct
models that generalize based on identified patterns in the data.

— Data Mining: Attempts to discover unknown properties of the data. Focuses on
uncovering hidden patterns and relationships within the data.

Furthermore, ML is also linked to the area of optimization. In many problems, the objec-
tive is to minimize or maximize the value of a specific function. ML techniques are often
employed to optimize parameters and improve the performance of models in various ap-
plications. Machine learning is also closely connected to the concept of generalization.
While optimization algorithms aim to minimize errors within a specific training set, machine
learning algorithms strive to minimize errors on examples they encounter for the first time.
This implies the ability of learning models to generalize and adapt to new data beyond the
training set. Moreover, ML is tightly linked to the field of statistics in terms of methods.
However, there is a difference in their objectives. While statistics focuses on data analysis,
machine learning seeks to learn patterns that “generalize” to new, optimistic data. This
ability to generalize makes ML particularly powerful in handling and predicting outcomes
in diverse environments and conditions.

2.1.2 Neural Networks

Neural networks (NNs) [89] are a fundamental component of both Al and ML, designed
to emulate the human brain’s ability to learn and make decisions. Specifically, NNs are
networks (graphs) whose nodes consist of artificial neurons, while their edges contain
weights. The weights are calculated through a learning process. All inputs are modified
by these weights and summed to produce the output. NNs find applications in various
domains and can be broadly categorized into the following:

* Function Approximation/Regression: NNs are adept at approximating and modeling
functions. They can learn complex relationships between inputs and outputs, making
them suitable for regression tasks.

* Classification/Pattern Recognition: Another significant application is in classification
tasks where the network learns to recognize and categorize patterns or sequences.
This includes image and speech recognition, as well as identifying patterns in various
datasets.

» Data Processing (Filtering, Compression, etc.): NNs may be employed for data pro-
cessing tasks, such as filtering and compression. They learn to extract relevant
features from data, enabling efficient processing and analysis.
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Figure 2.3: The layers of a feed-forward neural network. Figure taken from [232]

These categories showcase the versatility of NNs, making them powerful tools in solving a
wide range of problems across different domains. The ability to learn from data and adapt
to complex patterns contributes to their effectiveness in various applications.

Neural networks consist of interconnected nodes, known as artificial neurons, organized
into layers, including the input layer, hidden layers, and an output layer (as illustrated in
Fig. 2.3). The architecture involves (a) neurons in the input layer receiving initial data; (b)
hidden layers processing intermediate patterns, and (c) the output layer producing final
predictions. The learning process of neural networks involves training, during which they
adapt their parameters according to input data and the expected output. This adjustmentis
guided by the evaluation of the network’s performance, utilizing a loss function to quantify
the disparity between predicted and actual outcomes. This iterative training loop allows
neural networks to refine their internal representations and enhance their ability to make
accurate predictions over time.

In the context of neural networks, the activation function plays a crucial role: neurons
within a neural network employ activation functions to introduce non-linearities, enabling
the network to grasp intricate relationships within the data. Several commonly used acti-
vation functions include the sigmoid function, hyperbolic tangent (tanh), and rectified linear
unit (ReLU). These functions contribute to the network’s capacity to capture and represent
complex patterns and non-linear dependencies in the input data, enhancing its learning
capabilities.

NNSs undergo training using optimization algorithms like gradient descent, adjusting weights
and biases iteratively to minimize the loss function, measuring the disparity between pre-
dicted and actual outcomes. This optimization technique updates network parameters
opposite to the loss function gradient until a minimum point is reached. Weight and bias
adjustment occurs during training to enhance the network’s predictive accuracy on new,
unseen data. Techniques such as dropout and batch normalization are employed to pre-
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vent overfitting, ensuring the network generalizes effectively. These processes are pivotal
for neural networks to generalize well and deliver reliable predictions on diverse datasets.

Neural networks have diverse applications across multiple domains, demonstrating their
versatility in solving complex problems. They play a crucial role in image and speech
recognition, natural language processing, autonomous vehicles, healthcare diagnostics,
and more. Ongoing research is dedicated to improving interpretability and addressing
these challenges, with a growing emphasis on ethical considerations to ensure respon-
sible and accountable deployment of artificial intelligence systems. Finally, neural net-
works have become a cornerstone of modern Al, continually evolving and contributing to
advancements in various fields.

2.1.3 Deep Learning

Deep learning [147] is a subset of machine learning and stands as a transformative ap-
proach in the realm of Al. It harnesses the power of NNs, which are structured in layers,
to process vast amounts of data for tasks such as image recognition, natural language
processing, and predictive analytics. Unlike traditional machine learning methods that
require explicit programming for feature extraction, deep learning models are adept at
learning the necessary features to make accurate predictions or classifications from raw
data. This capability allows deep models to achieve remarkable accuracy, often surpass-
ing human-level performance in tasks such as facial, voice and object recognition.

Deep learning models are primarily characterized by their deep structures, which include
multiple layers of neurons, each responsible for transforming its input data into progres-
sively more refined and abstract representations. The term “deep” refers to the number
of layers through which data is processed, making the architecture significantly more pro-
found than traditional NNs. Each layer of neurons builds on the features recognized by the
previous layer, enhancing the network’s ability to learn complex patterns in large datasets.
This learning process is fine-tuned through back-propagation, an essential mechanism in
training deep learning models. Back-propagation efficiently calculates the gradient of the
network’s error with respect to its adjustable parameters, thereby guiding the network to
optimize these parameters through methods such as gradient descent. This iterative ad-
justment is central to deep learning’s ability to refine its predictions over time, thereby
increasing its decision-making accuracy.

At the following, we briefly present the main DL architectures that are used are designed to
handle specific types of data, each being equipped with unique structures and operational
methodologies, so as to optimize its performance for its intended applications. Specifically,
these architectures are:

1. Convolutional Neural Networks (CNNs) [144] are primarily tailored for processing
grid-like data, such as images, employing convolutional layers that deploy a series
of learnable filters across the input, aiming at the identification of spatial hierarchies
by capturing fundamental features like edges and colors in the initial layers and then
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progressing to more complex features such as parts of objects in deeper layers.
This capability makes CNNs extremely effective for tasks involving image recognition
and video analysis, where understanding spatial relationships is crucial. Renowned
CNN models such as LeNet [145], AlexNet [133], VGG [246], and ResNet [90] have
progressively enhanced how deep networks manage large-scale image recognition
tasks.

2. Recurrent Neural Networks (RNNs) [182] are designed to handle sequential data
like time series or natural language. They process inputs through loops, allowing
information to persist from one step of the sequence to the next, which is vital for
continuity in understanding sequences. This makes RNNs particularly suitable for
speech recognition, language modeling, and translation. However, RNNs typically
face challenges with long-range dependencies within input sequences due to issues
such as vanishing and exploding gradients. To address these issues, variants such
as Long Short-Term Memory (LSTM) units [93] and Gated Recurrent Units (GRUs)
[69] have been developed. These models incorporate mechanisms to effectively
retain information over longer sequences, enhancing the network’s ability to learn
from data with extended dependencies.

3. Autoencoders [92] are unsupervised learning models that aim to learn a com-
pressed, distributed representation of a dataset, typically for dimensionality reduc-
tion or feature learning. Structured with an encoder to compress the input and a
decoder to attempt its reconstruction, autoencoders are used not just for reducing
data dimensions but also for applications like de-noising images or detecting anoma-
lies in data streams.

4. Generative Adversarial Networks (GANSs) [40] feature two neural networks—the
generator and the discriminator—that engage in a sort of competition. The generator
creates new data instances, while the discriminator evaluates them against actual
data. This setup helps refine the generator’s output continually until the generated
data is indistinguishable from real data, making GANs highly effective for producing
realistic synthetic images and for applications in video generation and unsupervised
learning.

5. Transformers [283] focus in advancing natural language processing, utilize self-
attention mechanisms to determine the relevance of different words in a sentence,
irrespective of their positions. This architecture has been fundamental in improving
performance in tasks like text summarization, translation, and sentiment analysis.
Notable examples such as Google’s BERT [47] and OpenAl’s GPT series [170] have
been based on transformers, setting new benchmarks in various NLP tasks.

These deep learning architectures showcase the field’s ability to adapt and evolve, ex-
tracting complex patterns and features from massive datasets to meet the demands of
specific applications. This adaptive capability underlies the extensive success and on-
going development of deep learning technologies across multiple sectors. The practical
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applications of deep learning are vast and continuously growing. In the healthcare sector,
deep learning algorithms play a crucial role in enhancing diagnostic procedures by provid-
ing more accurate interpretations of imaging data than traditional methods, which can lead
to earlier and more precise diagnoses. In the automotive industry, deep learning is at the
heart of autonomous vehicle technology, enabling cars to interpret and react to complex
environments in real time, thus paving the way for safer and more efficient transportation
systems. Additionally, in media and entertainment, deep learning techniques are used to
create advanced special effects and animations, offering viewers more immersive experi-
ences. As the availability of computational resources and data continues to increase, the
potential for deep learning to drive significant advancements across various industries is
immense. This expansion is expected to foster innovative applications and efficiencies,
revolutionizing how we interact with technology on a daily basis.

2.1.4 Convolutional Neural Networks

The area of computer vision has significantly benefited from the use of deep learning
architectures. The dominant deep architecture is undoubtedly the Convolutional Neural
Network (CNN) [145]. The latter, resembles to traditional neural networks and has almost
eliminated the need of extracted handcrafted features for the description of low-level visual
properties. This is achieved by its key component, i.e., the convolutional layers. Their role
is to learn a set of convolutional filters. The dimension of these filters is rather small (i.e.,
a few pixels). They are formed by grouping neurons in a rectangular grid and slide across
the whole image during the forward pass of the algorithm. This way, the responses, when
a filter is centered at any pixel 2.4, produce a 2D activation map (Fig. 2.5). Training takes
place as with every other NN; a forward propagation of data and a backward propagation
of error do take place to update weights. Ultimately, the filters learnt by the network will
activate when they encounter certain types of visual features.
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Figure 2.4: A visual example of convolution. Figure taken from [226].
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Figure 2.6: A visual example of Max Pooling. Figure taken from [180].

Feature map Filters

Figure 2.5: Example filters that have been learned by a CNN and corresponding feature
maps. Figure taken from [6].

Pooling layers are usually placed between single or sets of serial or parallel convolutional
layers. Their role is to progressively reduce the representation size. To achieve this, they
take small rectangular blocks from the convolutional layer. By subsampling them, they
end up to produce a single output from each block (Fig. 2.6). This way, a step towards
reducing the complexity of the network and controlling overfitting is performed. Finally,
in dense layers (also known as “fully-connected” layers) each node is connected to all
activations of their previous layer (Fig. 2.7) and their role is to perform classification based
on the extracted features by the convolutional layers (which may have been subsampled
by pooling layers). A visual example of a CNN comprising all the aforementioned types of
layers is illustrated in Fig. 2.7.

The architecture of a CNN resembles to the one of a traditional neural network (NN),
however, its goal is to learn a set of convolutional filters. The convolutional layers are those
that play the key role in the whole process. Their neurons are grouped in rectangular grids,
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Figure 2.7: A convolutional neural network, comprising convolutional, pooling and fully-
connected layers. Figure taken from [238].

so that each would perform a convolution in a part of the input image. Learning process
aims to learn the parameters of this convolution. Moreover, it is the use of multiple layers
which non-linearly processing the network’s input, that renders CNNs able to “learn” to
extract features. Specifically, the output of each layer is fed to the next layer and ultimately,
they become able to learn multiple levels of representations which correspond to multiple
levels of abstraction.

Finally, within our approach, we also adopt the widely used dropout regularization tech-
nique [256]. Its goal is to reduce overfitting by preventing complex co-adaptations on
training data, i.e., dependencies among neighboring neurons. To achieve this, several
random neurons are ignored (“dropped-out”) during training and also their weights are not
updated. A visual example of dropout is illustrated in Fig. 2.8.

2.2 Neural Network Training Techniques

One of the most common and serious problems when trying to train a supervised learning
model is the lack of a sufficient amount of labeled data. When labeled data is scarce,
the generalization capabilities of the produced model are severely affected; the quality
of the produced results as well as model evaluation are degraded. More specifically, for
several tasks of practical and research interest within the broader area of computer vision,
e.g., image/video classification, the collection of an adequate number of labelled data
is either infeasible or too costly. Moreover, as demonstrated in [261], for several tasks,
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Figure 2.8: An example of deactivation of neurons using the dropout technique. Figure
taken from [95].

the performance of models may only increase logarithmically with increasing volume of
available training data. For these reasons, much research has been recently devoted to
the construction of methods that are robust against insufficient labeled data. In particular,
two classes of methods have been widely adopted to deal with the aforementioned issue,
namely: data augmentation and domain adaptation.

2.2.1 Data augmentation

Data augmentation [280] is a vital technique in the field of machine learning and data
pre-processing. It involves the manipulation of training data by applying various trans-
formations, perturbations, or modifications to generate new instances that are similar but
not identical to the original data. The primary goal of data augmentation is to expand the
training dataset, increase its diversity, and improve the robustness of machine learning
models. This process is especially valuable when dealing with limited training data or
to prevent overfitting, where a model memorizes the training set rather than learning to
generalize from it.

One of the most common applications of data augmentation is in computer vision and
particularly in image classification tasks [184,214]. For example, considering a dataset
comprising images of cats, data augmentation techniques can be used to create new train-
ing examples by applying transformations such as rotation, scaling, flipping, and changes
in brightness and contrast to the original images (See Fig. 2.9). By introducing these
variations, the model learns to recognize cats from different angles, under varying lighting
conditions, and in diverse orientations. This, not only increases the size of the training set
but also improves the model’s ability to handle real-world variations in images.

In the field of natural language processing (NLP), data augmentation is also relevant [61].
For text data, augmentations include synonym replacement, paraphrasing, word shuffling,
and text summarization. These augmentations are able to assist NLP models learn to
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Figure 2.9: Several data augmentation techniques applied to the problem of image clas-
sification. Figure taken from [197]

understand and generate diverse language patterns. In audio processing, data augmen-
tation techniques can involve pitch shifting, time stretching, and adding noise to audio
samples [308]. This diversifies the acoustic data and helps models to better recognize
speech or other audio patterns under different acoustic conditions.

Data augmentation is a powerful technique for reducing overfitting, a common problem
in machine learning [243]. Overfitting occurs when a model becomes too specialized in
capturing the training data’ noise and idiosyncrasies rather than learning the underlying
patterns. By introducing augmented data during training, models are exposed to a broader
range of examples, making them less sensitive to minor variations in the input. This results
in models that generalize better to unseen data, which is essential for real-world applica-
tions. Additionally, data augmentation is useful when acquiring more labeled data is costly
or time-consuming. Instead of manually collecting additional data, data augmentation al-
lows to effectively create synthetic data, maximizing the utility of the original dataset.

In summary, data augmentation is a fundamental technique in machine learning that in-
volves creating new training data instances by applying various transformations to the orig-
inal data. It enhances the size and diversity of the training dataset, leading to more robust
and generalizable machine learning models. However, a typical data augmentation strat-
egy uses one or a combination of techniques which rely on domain knowledge [243], [280].
Note that such data synthesizers, e.g., as in the case of HAR [48,151] are typically hard to
implement, and are mostly domain-dependent and specific to a particular problem/task.
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2.2.2 Domain Adaptation

Deep learning algorithms are pivotal for tackling a range of computer vision tasks, includ-
ing classification, segmentation, object detection, and image retrieval. However, these
powerful tools face significant challenges. Primarily, they require vast amounts of labeled
data, and manual labeling is laborious and tedious. Moreover, a deep learning model
performs optimally only when the test data closely mirror the training data distribution.
For example, data from mobile phone cameras versus high-end cameras exhibit signifi-
cant differences in distribution, which can severely impair model performance, highlighting
limitations e.g., in traditional transfer learning methods.

To better understand this, let us consider a machine learning model trained to recognize
objects in indoor scene images. It effectively identifies chairs, tables, and sofas within
this controlled environment. However, using this model for outdoor scenes introduces
significant challenges due to different statistical properties between indoor and outdoor
environments. Here, domain adaptation techniques are crucial, since they are able to
allow the model to adjust to new environments without extensive retraining.

Thus, whenever such a new dataset is introduced, it necessitates not only initial anno-
tation but also re-training of the already trained model to suit this new data. Training a
substantial model on large datasets like ImageNet [45] can be resource-intensive, de-
manding considerable computational power and time—often weeks. Re-training for each
new dataset becomes impractical and often unfeasible.

Domain adaptation [250] is a technique that is crucial in machine learning, particularly
within supervised and transfer learning contexts. Specifically, it involves adapting a model
trained on a source domain to effectively perform in a different target domain. This adapta-
tion is essential when the source and target domains differ significantly in their statistical
properties or characteristics. A typical network structure for implementing adversarial-
based domain adaptation methods might include optional generators for creating synthetic
data and a domain discriminator to classify source and target domains.

A fundamental challenge in domain adaptation is the difference in data distribution be-
tween the source and target domains, often referred to as “domain shift” or “dataset shift.”
Typically, models are trained assuming that training and testing data are drawn from the
same distribution. However, when this assumption does not hold —such as in domain
adaptation scenarios— the model’s performance can degrade significantly on the target
domain.

The main concepts in domain adaptation include:
» Source Domain: This refers to the original data distribution upon which a model is
trained. For instance, in the previously described scenario, the source domain could

be represented using a dataset of images taken with cellphone cameras. These
images provide the labeled examples that the model initially learns from.

* Target Domain: This is the new data distribution where the model needs to apply
its learned abilities, despite not having been originally trained on it. In the previously
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described scenario, the target domain consists of images captured with a high-end
DSLR camera. The model, which was trained on cellphone images, should now
adapt to perform accurately with the DSLR images.

+ Domain Translation: This concept involves establishing a meaningful correspon-
dence between two distinct domains. In the context of domain adaptation, it con-
cerns bridging the gap between the source and target domains so that the knowl-
edge learned from one can be effectively transferred to the other.

* Domain Shift: This concept refers to the variations in the statistical distribution of
data across different domains. These shifts can occur between training, validation,
and testing sets, or, as in the previous example, between different types of data
collection devices like cellphones and DSLR cameras. A domain shift can signifi-
cantly impact the performance of a model if it is not addressed properly. A special
case is the covariate shift, i.e., the case where the distribution of input data (fea-
tures) changes between the training environment and the test environment, but the
conditional distribution of the output given the input remains the same.

Common techniques for domain adaptation include:

» Supervised Domain Adaptation: This method uses labeled data from the target
domain to fine-tune the model, enhancing its performance in that specific domain. It
is highly effective when some target domain labels are available.

* Unsupervised Domain Adaptation: This more challenging approach does not rely
on labeled data from the target domain. Instead, it utilizes the shared knowledge
between the domains, employing techniques like aligning feature distributions, us-
ing domain-invariant representations, and applying adversarial training to make the
model domain-agnostic.

+ Semi-Supervised Domain Adaptation: Combining elements of both supervised
and unsupervised approaches, this method uses both labeled and unlabeled data
from the source and target domains. It aims to leverage available labels while trans-
ferring knowledge from the source to adapt the model effectively.

Current domain adaptation strategies [58] may be further divided into two main categories
based on their architectural depth as “shallow” and “deep:”

» Shallow domain adaptation approaches typically employ instance-based and feature-
based methods to harmonize the distributions across domains. A common strat-
egy involves minimizing the distance between these domains using various metrics,
such as Maximum Mean Discrepancy (MMD) [81], Wasserstein distance, Correlation
Alignment (CORAL) [260], Kullback-Leibler (KL) divergence [136], and Contrastive
Domain Discrepancy (CDD) [118]. These measures help align the statistical prop-
erties of the source and target domains, facilitating smoother transitions in model
performance.
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* Deep domain adaptation approaches leverage the power of neural networks, in-
cluding convolutional neural networks [192], autoencoders [46], and adversarial net-
works [278], to bridge the domain gap. These advanced techniques often integrate
distance metrics into one or multiple layers of the networks. By doing so, they
measure and minimize the discrepancies in feature representations between cor-
responding layers of networks dedicated to source and target data. This integration
enables a deeper and more effective adaptation, ensuring that models maintain high
performance even when applied to significantly different target domains.

Deep domain adaptation techniques may be further categorized into into discrepancy-
based, reconstruction-based, and adversarial-based methods, each aiming to bridge the
gap between different data distributions without the need for extensive labeled data. Specif-
ically:

» Discrepancy-based methods focus on aligning the marginal distributions of the
source and target domains while maintaining the conditional distributions. Examples
include the Deep Adaptation Network (DAN) [172] and the Deep Transfer Network
(DTN) [332]. These networks add layers specifically designed to adapt the features
from the source domain for use in the target domain, allowing for effective feature
transfer across different distributions.

* Reconstruction-based methods employ structures like autoencoders [289] to min-
imize reconstruction errors and learn invariant features across domains. This ap-
proach helps in aligning the domain-specific features by reconstructing the target
domain data from the source domain representations, thereby enabling the model
to generalize better across different domains.

» Adversarial-based methods draw inspiration from generative adversarial networks
(GANSs) [77] and focus on minimizing the distributional discrepancies through ad-
versarial objectives. These methods utilize a dual-model architecture, where the
generator aims to fool the discriminator by producing domain-invariant features.
Techniques such as the use of Gradient Reversal Layers (GRL) [66] in the train-
ing process help in reversing the gradient flow, thereby aligning the domain features
effectively. Moreover, advanced approaches like Multi-Adversarial Domain Adapta-
tion (MADA) [210] consider class-wise discrepancies, allowing for a more granular
adaptation that maintains class integrity across domains. A typical structure of the
implementation of adversarial-based methods for domain adaptation is illustrated in
Fig. 2.10.

2.2.3 Adversarial Discriminative Domain Adaptation (ADDA)

Adversarial Discriminative Domain Adaptation (ADDA) [278] is a powerful technique within
the field of machine learning that addresses the challenges of domain adaptation through
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Figure 2.10: Typical network structure/architecture of deep neural networks implementing
adversarial-based methods for domain adaptation. The generator(s) are optional — used
only to create synthetic data if required. Domain Discriminator attempts to discriminate
(classify) source and target domains, while task-specific (e.qg., classification) is performed
by task-specific network. Figure taken from [250]

an adversarial process. Unlike traditional domain adaptation methods that primarily focus
on minimizing distance metrics between source and target domains, ADDA leverages the
adversarial learning concept inspired by Generative Adversarial Networks (GANs). The
primary goal of ADDA is to adapt a model trained in one domain (the source) to perform
effectively in a different (target) domain, particularly when no labeled data is available in the
target domain. ADDA works by employing a two-step process to achieve effective domain
adaptation. First, a feature extractor and classifier are trained on the source domain to
achieve high accuracy on source domain data. The second step introduces the adversarial
component, where a new feature extractor is trained for the target domain, aiming to fool a
domain discriminator that tries to distinguish between source and target domain features.
A visual overview of ADDA is illustrated in Fig. 2.11.

Specifically, the main steps of ADDA may be described as follows:

» Source Model Training: in the first step, a model comprising a feature extractor and
a classifier is trained on the source domain. This model is optimized to perform well
on tasks like classification or detection, using labeled data from the source domain.

» Adversarial Training: once the source model is trained, a new feature extractor is
trained for the target domain, but with a twist. This target feature extractor is trained
in an adversarial way, against a domain discriminator. The discriminator’s job is to
classify whether features are from the source or the target domain. Conversely, the
target feature extractor is trained to generate features that are indistinguishable from
those produced by the source domain model. This adversarial battle encourages
the target features to align with the source features, reducing domain discrepancy
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Figure 2.11: An overview Adversarial Discriminative Domain Adaptation (ADDA) ap-
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network parameters. Figure taken from [278]
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without using any target domain labels.

ADDA offers several benefits over traditional domain adaptation methods, since it a) does
not require any target domain labels, making it highly useful in unsupervised domain adap-
tation scenarios; b) can effectively handle substantial domain shifts by aligning feature
distributions in an adversarial way, often outperforming classical methods that rely on
minimizing statistical distances directly; and c) can be integrated into existing deep learn-
ing architectures with minimal modifications, making it a versatile tool for a wide range of
applications.

2.3 Acquisition of Human Motion Data

2.3.1 The Microsoft Kinect SDK

The Microsoft Kinect sensor [333] has played a significant role in revolutionizing human-
computer interaction and 3D sensing technology. It was first released in 2010 by Microsoft,
initially for use with the XBOX 360 game console and within its lifetime two versions,
namely Kinect v1 and Kinect v2, have been presented. In Fig. 2.12 we depict the two
versions of the sensor.

This innovative technology immediately found applications in various fields, including gam-
ing, healthcare, and robotics. In gaming, it offered immersive experiences by allowing
users to control in-game characters and objects through body movements and gestures.
Fig. 2.13 shows how a user interacts with the computer using Kinect. Additionally, Kinect
has been utilized in healthcare for rehabilitation and telemedicine applications, leveraging

73 E. Mathe



Neural Network Training Techniques for Human Activity Recognition Using Visual Data

KINECT V1 PRO XBOX 360 KINECT V2 PRO XBOX ONE

Figure 2.12: The two versions of the Kinect sensor. Left: Kinect v1; Right: Kinect v2.

its motion tracking capabilities for monitoring and therapy. Its influence extends to robotics
as well, where it facilitates the development of robots capable of perceiving and interacting
with their environment.
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for @

Figure 2.13: User interaction using the Kinect sensor.

In the context of this work, the Microsoft Kinect is used to capture the raw skeletal joint
motion data. Both Kinect devices include RGB cameras, infrared projectors, and several
other sensors (microphones etc.) enabling them primarily to capture the motion of users
and secondarily to recognize their voice commands. They use structured light (v1) or time-
of-flight calculations (v2) to map depth to each pixel. In Fig 2.14 we can visually identify
the components of the Kinect sensor v2.

Specifically, both Kinect sensors are able to extract the following set of data modalities:
1. RGB video sequences, enabling the observation of human subjects performing var-

ious actions in standard color format;

2. depth sequences, corresponding to RGB data, and providing information regarding
the depth of objects in the scene, which is essential for understanding 3D spatial
relationships;

3. 3D positions of skeleton joints over time, offering valuable insights into human mo-
tion;

E. Mathe 74



Neural Network Training Techniques for Human Activity Recognition Using Visual Data

Figure 2.14: The components of the Kinect sensor include: RGB-D camera, 3D Depth
camera, IR emitter and array of microphones.

4. infrared sequences sequences produced by some depth cameras having applica-
tions in depth mapping, object tracking, etc.

In Fig. 2.15 we may observe RGB images and depth images along with skeletal informa-
tion (positions of skeletal joints). Note that this visual representation provides a compre-
hensive view of the data, facilitating a better understanding of the scene.

One of the most valuable benefits of Kinect to the research community was the ability of
the extraction of the 3D positions (i.e., z, y and z coordinates) of a human’s skeletal joints in
real time, by using its SDK. More specifically, a structured graph of joints is continuously
streamed. Graph nodes correspond to the most representing body parts (e.g., skeletal
joints of arms, legs, head, etc.), while graph edges follow the structure of joints within the
human body. A parent—child relationship is implied from top to bottom, i.e., Head is the
parent of SpineShoulder, which is the parent of ShoulderLeft and ShoulderRight, etc. In
Fig. 2.16 we illustrate the 25 human skeleton joints, that are extracted using the Kinect
SDK and the v2 sensor. Moreover, in Fig. 2.17 we illustrate the differences between Kinect
v1 and Kinect v2. As observed, the latter provides more comprehensive information about
skeletal joints.

It is noteworthy to describe in brief the notion behind the Kinect SDK’s ability to extract
skeletal data by using RGB and depth information [244]. Specifically, and as indicated in
Fig. 2.18 the skeleton extraction algorithm is based simple depth comparison features,
wherein yellow crosses indicates the pixel x being classified. Individual features provide
a weak decision regarding which part of the body the pixel belongs to, but in combination
they are sufficient to accurately disambiguate all trained parts [244]. Also, in Fig. 2.18,
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Figure 2.15: Left column: RGB video frames extracted of sequences of a person perform-
ing some activities; Right column: the corresponding depth frames with overlaid skeleton
sequences.

red circles indicate the offset pixels as defined by:
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Upon observing Fig. 2.18 and specifically in (a) we may note that the two example features
give a large depth difference response, while in (b), the same two features at new image
locations give a much smaller response. Finally, for classification, randomized decision
forests are used, as also illustrated in Fig. 2.18. Note that a forest is an ensemble of
decision trees, each consisting of split nodes and leaf nodes.

It is also interesting to herein mention, that randomized decision forests are trained us-
ing synthetic data (Fig. 2.19). Since the human body is capable of an enormous range
of poses, this is significantly difficult to simulate. Therefore, a large database of motion
capture (mocap) of human actions, consisting of approx. 500K frames was created so
as to span the wide variety of poses people would make in an entertainment scenario.
Since the classifier would somewhat generalize to unseen poses, all possible combina-
tions of the different limbs were not recorded; in practice, a wide range of poses had been
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Figure 2.16: Extracted human skeleton using the Kinect v2. Yellow circles indicate joints,
while green lines indicate their parent-child relationships within the human body.

01: Head
02: SpineShoulder
03: ShoulderLeft
04: ShoulderRight
> 05: ElbowLeft

06: ElbowRight
07: WristLeft
08: WristRight
09: HandLeft
10: HandRight

11: SpineMid
12: SpineBase
13: HipLeft

14: HipRight
15: KneeLeft
16: KneeRight
17: AnkleLeft
18: AnkleRight
19: FootLeft
20: FootRight

01: Head

02: Neck

03: SpineShoulder
04: ShoulderLeft
05: ShoulderRight

 06: ElbowLeft

07: ElbowRight
08: WristLeft
09: WristRight
10: ThumbLeft
11: ThumbRight
12: HandLeft
13: HandRight
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15: HandTipRight
16: SpineMid
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18: HipLeft

19: HipRight
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21: KneeRight
22: AnkleLeft
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Figure 2.17: Extracted human skeletons using the Kinect v1 (left) and v2 (right). In both
cases joints have been grouped to form body parts, i.e., left arm (green), right arm (red),
torso (blue), left leg (orange) and right leg (magenta). Figure taken from [287].

proved sufficient. Moreover, variations in rotation about the vertical axis, mirroring left-
right, scene position, body shape and size, or camera pose, had been semi-automatically
added. Finally, and since the classifier did not utilize any temporal information, focus was
given only in static poses and not moving skeletons. The whole process of the approach
followed for the extraction of skeleton joints, uses as input depth images to firstly extract
body parts and then 3D joint proposals, ultimately leading to the identification of joints,
while it may be seen in Fig. 2.20.

While Microsoft has discontinued the production of Kinect v1 and v2 devices, it has pre-
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Figure 2.18: Left: depth comparisons between extracted features within the body part
classification process. Right: randomized decision forests used for classification of image
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Figure 2.19: Synthetic and real poses used for training and evaluation of the Kinect skele-
ton extraction algorithm. Figure taken from [244].

real (test)

synthetic (train & test)

depth image == body parts == 3D joint proposals

Figure 2.20: A sequence of images demonstrating the transformation from depth images
to body parts and then to 3D joint proposals, ultimately leading to the identification of joints.
Figure taken from [244].

sented Azure Kinect DK, which is a developer kit and PC peripheral which employs the
use of artificial intelligence sensors for computer vision and speech models, and is con-
nected to the Microsoft Azure cloud. While the previous iterations of Microsoft’s Kinect
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primarily focused on gaming, this device is targeted towards other markets such as lo-
gistics, robotics, health care and retail. Developers can create applications connected to
Microsoft’s cloud and Al technologies. It is mainly used in volumetric capture workflows
through the use of software tools that can connect many Azure Kinects into one volumet-
ric capture rig, allowing users to create interactive virtual reality experiences with human
performances. The Azure Kinect DK is illustrated in Fig. 2.21.

Figure 2.21: The Azure Kinect DK sensor.

Apart from the Kinect sensors, there exist several other implementations that combine
the extraction of RGB and depth data. In Fig. 2.22 we showcase a non-exhaustive list
of other RGB-D sensor devices which have been available in the market, namely Asus
Xtion', Creative Senz3d?, Stereolab Zed?, Intel Realsense*, Orbec Astra Pro®, Mynt Eye®.

CREATIVE

Asus Xtion Creative Senz3D Stereolab Zed

Intel Realsense Orbec Astra Pro Mynt Eye

Figure 2.22: Several consumer RGB-D sensors. Top row: Asus Xtion, Creative Senz3d,
Stereolab Zed; Bottom row: Intel Realsense, Orbec Astra Pro, Mynt Eye.

"http://xtionprolive.com/asus-3d-depth-camera
’https://finance.yahoo.com/news/creative-senz3d-tm-interactive-gesture-093000803.html
Shttps://www.stereolabs.com/zed-2/

“https://www.intelrealsense.com/

Shttps://www.orbbec. com/
https://medium.com/robotics-weekends/mynt-eye-d1200-3d-camera-first-look-852da6389c42
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2.4 OpenPose and PoseNet Libraries

OpenPose [30] and PoseNet [125] are two prominent computer vision frameworks that
focus on human pose estimation, a crucial task in understanding and interpreting human
movement. Human pose estimation involves identifying key points on a person’s body,
such as joints and body parts, and reconstructing their overall pose. This information
is valuable in various applications, including gesture recognition, action recognition, and
augmented reality.

OpenPose’ is an open-source library for real-time multi-person keypoint detection and
pose estimation. Developed by the Carnegie Mellon University Perceptual Computing
Lab, OpenPose is widely used in computer vision and human-computer interaction ap-
plications. The key feature of OpenPose is its ability to detect and track the positions of
multiple body keypoints, including those for the head, torso, arms, and legs, in real-time.
One of the strengths of OpenPose is its versatility. It can work with various input sources,
including images and video streams, and is capable of estimating not only the body pose
but also facial landmarks and hand keypoints. OpenPose uses a bottom-up approach,
initially detecting a large number of body part candidates and then assembling them into
individuals. This enables it to handle complex scenarios involving occlusions, interactions
between multiple people and other common imaging artifacts as it may be observed in
Fig. 2.23.

Developers and researchers often integrate OpenPose into projects for applications such
as motion analysis, gesture recognition, and virtual reality. The open-source nature of the
project encourages collaboration and continuous improvement, making it a popular choice
in both academia and industry.

PoseNet? on the other hand, is a pose estimation model developed by Google that oper-
ates in the browser using TensorFlow. Itis designed for single-person pose estimation and
is lightweight, making it ideal for web-based applications. PoseNet relies on a MobileNet
architecture for efficient inference on a wide range of devices. The model estimates key
points on a person’s body, allowing developers to incorporate real-time pose estimation
directly into web applications. PoseNet is widely used for interactive websites, fitness
apps, and other projects where lightweight and accessible pose estimation is required.

It is trained to estimate the positions of key body parts, such as shoulders, elbows, wrists,
hips, knees, and ankles. The output is a set of confidence scores and coordinates for
each detected joint. The model offers two variants: PoseNet Single Person, designed
for tracking a single person’s pose, and PoseNet Multi Person, an extension that allows
simultaneous tracking of multiple individuals. PoseNet is commonly used in applications
like augmented reality (AR) filters, fitness apps, and interactive web experiences.

While both OpenPose and PoseNet share the goal of pose estimation, they differ in their
scope and use cases. They represent two influential approaches to human pose estima-

"https://github.com/CMU-Perceptual-Computing-Lab/openpose
8https://github.com/tensorflow/tfjs-models/tree/master/posenet
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Figure 2.23: The output from OpenPose involves real-time detection of keypoints for the
body, feet, hands, and face. Results contain viewpoint and appearance variation, occlu-
sion, crowding, contact, and other common imaging artifacts. Figure taken from [27].

tion, catering to different needs in the computer vision and machine learning communities.
The choice between these frameworks depends on the specific requirements of a project,
considering factors such as accuracy, real-time performance, and the target platform. As
the field of pose estimation continues to evolve, both OpenPose and PoseNet contribute
significantly to advancing our understanding of human movement in diverse applications.

2.4.1 Datasets

In this subsection we present the three human activity datasets, which we employed to
assess the methodologies that will be presented within the next Chapters. The selection of
these datasets was predicated on several criteria, including the type of camera used for the
recordings and the specific aspects of the dataset they provide, such as skeleton, RGB,
depth data etc. The first dataset, known as the PKU-MMD dataset [163] consists the first of
our choices. The second dataset is the SYSU 3D Human-Object Interaction (HOI) [102]
dataset. The third and final dataset is the UTKinect-Action3D [311]. All three datasets
provide RGB, depth, and 3D skeleton data sequences per activity, acquired using Kinect
cameras. Note that PKU-MMD is a large-scale dataset, comprising tens of thousands of
examples of a plethora of activities. Contrary to it, SYSU 3D Human-Object Interaction
(HOI) is a small dataset that focuses on interactions between humans and objects, while
UTKinect-Action3D dataset consists of simple activities. In the subsequent paragraphs,
we aim to provide additional details about each of them, individually.
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2.41.1 PKU-MMD Data Set

The main dataset that we have used for the experimental evaluation of our approach is the
PKU-MMD dataset [163]. It is a large-scale benchmark dataset that focuses on human
action understanding. It has a wide range of human activities and contains 2 Phases. In
our experiments we focused on using the Phase #1. More specifically, Phase #1 contains
approx. 20K action instances from 51 action classes which divided in 41 daily living actions
(drinking, brushing teeth, drink water, etc.) and 10 interaction actions (hugging, kicking
other person, handshaking, etc), spanning into 5.4M video frames. The whole set of the
41 classes of Phase #1 is depicted in Table 2.1. Videos last about 3~4 minutes, while
the recording ratio is set to 30 fps. Each video typically contains approximately 20 action
instances. For the data collection, 66 human subjects have been involved and took part in
4 daily and 2 interactive action videos. The subjects were divided in 9 groups, each group
was able to freely choose to perform 6 random sequences among a set of the 54.

Moreover, each activity has been recorded by 3 camera views, namely L (left), M (middle)
and R (right). As illustrated in Fig. 2.24 fixed angles have been used, i.e., —45°, 0° and
+45°. Note, that the height of all cameras is in this case the same and remains fixed and
equal to 120cm, while the area, within which users perform actions is pre-determined.
Specifically, the length and width of the activity area were equal to 180cm and 120cm,
respectively. The Microsoft Kinect v2 camera was used for all recordings, and for each
action instance the following data modalities are provided: a) raw RGB video sequences
depicting one or more test subjects performing an action with resolution of 1920 x 1080;
b) depth sequences, i.e., depth information of the aforementioned RGB sequences with
resolution of 512 x 424; c) infrared radiation sequences of the aforementioned sequences
were collected and stored frame by frame in 512 x 424; and d) extracted 3D positions of
human skeleton joints. The available modalities are illustrated in Fig. 2.26 while a set
of extracted frames of several activities is illustrated in Fig. 2.27. On the other hand, in
Phase #2, 13 subjects took part in 49 action categories and 2000 videos were created
with approximately 7 action instances. In that case, each video lasts about 1~2 minutes,
while while the recording ratio is set again to 30 fps. We should herein note that Phase
#2 videos were unavailable during the experimental evaluation of this work, thus, they are
not be used at the following chapters. A brief visual summary of the PKU-MMD dataset is
illustrated in Fig. 2.25.

For annotation purposes the authors used volunteers with prior experience in labeling. In
order to evaluate and verify the accuracy of the data labeling they used the cross-view
method thanks to multi-view capturing. Moreover, and in order to establish a standard
assessment procedure for the outcomes achieved in this benchmark, the authors have
established a set of criteria for evaluating precision and recall scores within detection
tasks. They suggest two different dataset partition configurations, specifically:

» Cross-View Evaluation: in the context of cross-view evaluation, the authors have
selected video sequences captured by the middle and right cameras, in order to form
the training set, while the left camera’s video sequences have been used as testing
set. In this particular evaluation, the training set consists of 717 video samples, while
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Figure 2.24: Camera setup of the PKU-MMD dataset. Three cameras are faced in front
of the subject, capturing her/him under three viewpoints, under angles ¢ = £45° Cameras
#1, #2, #3 will be denoted as L, M, R, respectively.

the testing set comprises 359 video samples.

» Cross-Subject Evaluation: in the context of cross-subject evaluation, the authors
have divided the subjects into two groups: a training group comprising 57 subjects
and a testing group comprising the remaining 9 subjects. Within this evaluation
framework, the training set comprises 944 long video samples, while the testing set
comprises 132 such samples.

24.1.2 SYSU 3D Human-Object Interaction (HOI) Set

The SYSU 3D Human-Obiject Interaction (HOI) [102] dataset is a simpler RGB-D activity
dataset with a specific focus on human-object interactions. It has been designed to facili-
tate comprehensive method evaluations in this domain. The dataset has been constructed
with the involvement of 40 participants who were asked to perform 12 different activities
in a freeform manner. Each of the 12 activities required participants manipulating one of
six different objects, i.e.: phone, chair, bag, wallet, mop, and besom. These activities are
presented in Table 2.2. Note that there are several activities which appear highly similar,
e.g., mopping and sweeping. In total, the dataset comprises 480 video clips, offering a
rich and varied collection of human-object interaction scenarios.

The videos in this dataset have been recorded, using a Kinect v1 camera and exhibit vary-
ing durations, ranging from 1.9 sec to 21 sec, providing a diverse temporal perspective.
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3 Camera Views

Action
Analysis
Dataset

Distinct
(lasses

41 Daily + 10 Interaction Actions

Figure 2.25: A brief visual summary of the properties of the PKU-MMD dataset, consisting
of 4 modalities, 3 camera views, 60 distinct human subjects and 51 daily and interaction
activities. Figure taken from [163].

WEAR JACKET COMB HAIR

Figure 2.26: A set of 3 consecutive frames from the PKU-MMD, from each of the four
modalities, i.e., per row and from top to bottom: RGB, depth, skeleton and IR. Figure
taken from [163].
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Figure 2.27: A set of extracted frames from the PKU-MMD, illustrating a subset of the
collected 51 actions for single person activities and person-to-person interaction activities.

Figure taken from [163].

Table 2.1: The 41 activity classes comprising the PKU MMD Phase #1 dataset.

PKU MMD Actions

bow

kicking other person

take off a hat/cap

brushing hair

kicking something

take off glasses

brushing teeth

make a phone call/answer phone

take off jacket

check time (from watch)

pat on back of other person

take out something from pocket

cheer up

pickup

taking a selfie

clapping

playing with phone/tablet

tear up paper

cross hands in front (say stop)

point finger at the other person

throw

drink water

pointing to something with finger

touch back (backache)

drop punching/slapping other person | touch chest (stomachache/heart pain)

eat meal/snack pushing other person touch head (headache)

falling put on a hat/cap touch neck (neckache)

giving something to other person | put something inside pocket typing on a keyboard

hand waving reading use a fan (with hand or paper)/feeling warm
handshaking rub two hands together wear jacket

hopping (one foot jumping) salute wear on glasses

hugging other person sitting down wipe face

jump up standing up writing

Table 2.2: The 12 activity classes comprising the SYSU 3D-HOI dataset.

SYSU 3D-HOI actions

drinking

pouring

calling phone

playing phone

wearing backpacks

packing backpacks

sitting chair

moving chair

taking out wallet

taking from wallet mopping sweeping

The dataset comprises various data modalities for each video clip. As in the previous
cases, the authors offer RGB frames, which are high-quality color images, serving to cap-
ture the visual facets of the activities. In addition, depth sequences are also included,
being aligned to the RGB frames, thereby supplying crucial depth information to augment
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Depth

RGB

Depth

Figure 2.28: Examples of one sample per class from the SYSU 3D HOI dataset. Each row
displays an RGB sample (phone, chair, bag, wallet, mop and besom) at the top and the
corresponding depth channel with superimposed skeleton data is illustrated below. Figure
taken from [102].

the visual data. Moreover, the dataset incorporates skeleton data, extracted by the Kinect
API. For each of the 40 subjects, recorded, RGB video frames of resolution 640 x 480 px.,
depth sequences of resolution 640 x 480 px., and 3D skeleton data sequences comprising
20 joints are provided.

2.4.1.3 UTKinect-Action3D Dataset

The last dataset that we have used in this work was the UTKinect-Action3D Dataset [311].
Also in this case the footage was recorded using a Kinect v1 device within indoor environ-
ments. UTKinect includes 10 distinct action types which are summarized in Table 2.3. The
dataset comprises 10 subjects (9 males, 1 female), and each subject performs each ac-
tion twice. Three data channels were recorded: RGB, depth, and skeletal joint locations,
and these channels are perfectly synchronized. The videos were captured at a frame rate
of 30 fps. It's essential to note that only frames with a tracked skeleton were recorded,
resulting in non-continuous frame numbers and an effective frame rate of approximately
15 fps.

The dataset encompasses four distinct components to facilitate a comprehensive under-
standing of the subject’s actions in each video. Firstly, it includes RGB frames in JPEG
format with a resolution of 640x480. Secondly, depth images are provided, with a reso-
lution of 320x240. The third and final component consists of skeletal joint locations.
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Table 2.3: The 10 activity classes comprising the UTKinect-Action3D dataset.

UTKinect-Action3D Dataset

walking sitting down | standing up
picking up carrying throwing
pushing pulling waving hand
clapping hands

Figure 2.29: 10 activities of the UTKinect dataset with RGB and depth frames. First row:
walk, stand up, sit down, pick up, carry. Second row: throw, push, pull, wave hands, clap
hands. Figure taken from [311].

2.4.2 Typical HAR Evaluation Protocols

In Chapters 3 — 7 we will be mainly based on the following protocols to evaluate the pro-
posed HAR approaches:

» Single-view experiments: in this case, both training and testing sets will derive from
the same viewpoint. This is the most typical HAR evaluation approach. Considering
the 3-camera setup of Fig. 2.24, a possible case is training and testing with samples
captured using camera #1.
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+ Cross-view experiments: in this case, different viewpoints were used for training
and for testing. The goal of these experiments is to test the robustness of a given
HAR approach in case a typical transformation occurs (e.g., comprising a translation
and a rotation); This could i.e. correspond to an abrupt viewpoint change, such
as the ones that typically occur in real-life situations. Considering the 3-camera
setup of Fig. 2.24, a possible case is training with samples captured using camera
#1 and testing with samples captured using camera #2, or training with samples
captured using cameras #1 and #2 and testing with samples captured using camera
#3. Therefore, the goal of cross-view evaluation is to assess the robustness of an
approach in relation to various transformations, such as translations and/or rotations.

» Cross-subject experiments: in this case subjects are split in training and testing
groups, i.e., each may “participate” only into one of these groups. Note that all view-
points may be used both for training and testing, while the goal of this evaluation is
to test the robustness of a given HAR approach into intra-class variations. In real-life
situations this is expected to happen when a system is trained e.g., within a labora-
tory environment and is deployed into a real ambient-assistive living environment.

2.4.3 Evaluation Metrics

In order to evaluate the performance of our classification models we needed some com-
mon metrics in the field of machine learning, which we herein present. Specifically the
metrics that have been used are the following: Precision, Recall, Accuracy and F1-score.
In this Section, we will analyze these metrics and also focus into the concept of the confu-
sion matrix. Additionally, we will offer a simple and straightforward example, to illustrate
how these metrics function and may be used within a classification task.

The aforementioned metrics are particularly useful when dealing with binary classification
problems, where the goal is to classify data into one of two predetermined classes, typically
referred to as the “positive” class and the “negative” class. They are often used together to
provide a comprehensive evaluation of a classification model’s performance. The choice
of which metric to prioritize depends on the specific problem and its requirements.

To explain these notions, we should first begin by defining the following outcomes of a
classification algorithm:

» True Positive (TP): these are the examples that the algorithm correctly classified as
being “positive.”

» True Negative (TN): these are the examples that the algorithm correctly classified
as being “negative.”

» False Positive (FP): these are examples where the algorithm incorrectly classified
as being “positive” when they were actually “negative.” These are also known as
Type | errors.
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* False Negative (FN): these are examples where the algorithm incorrectly classified
as being “negative.” These are also known as Type Il errors.

Bearing that in mind, let us consider a medical diagnosis scenario. Therein, we need
to ensure that as many true positive cases as possible are detected, even if it results in
more false positives. Specifically, it would be preferable that a patient is diagnosed for a
disease she/he ultimately doesn’t have than it would be to receive a negative test result
for a disease she/he actually has, since the latter could result in a serious iliness not being
treated, and could literally be a deadly mistake. In contrast, in the case of a spam email
filter, minimizing the number of false positives might be more important, even if some spam
emails are not detected, since it is preferable to have spam in the inbox than it would be
to have an important email in spam.

We are now able to provide a brief overview of the metrics used:

1. Precision (P) measures the accuracy of positive predictions made by a classification
algorithm. It is defined as the ratio of true positive predictions to the total number of
positive predictions (both true positives and false positives):

TP

P=7p1Fp" (2:2)

Note that high precision indicates that when the model predicts a positive result, it
is likely to be correct.

2. Recall (R) measures the ability of a model to identify all relevant instances in the
dataset. It is defined as the ratio of true positive predictions to the total number of

actual positive instances:
TP

B=Tp i FN
High recall suggests that the model can effectively identify most of the positive in-
stances. Note that recall is often referred to as “Sensitivity of True Positive Rate.”

(2.3)

3. Accuracy (Acc.) is a straightforward metric that measures the overall correctness
of a model’s predictions. It is the ratio of correctly predicted instances (both true
positives and true negatives) to the total number of instances:

TP+TN

At = o T FP Y TN T EN (2.4)

Note that while accuracy is easy to understand, it can be misleading in imbalanced
datasets where one class is significantly more prevalent than the other.

4. F1-Score (F1) is defined as the harmonic mean of precision and recall, providing a
balanced measure of a model’s performance:

P-R

F1=2- .
P+R

(2.5)
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Predicted
Predicted class Predicted class
Positive Negative
Actual (cat) (dog)
Actual_ plass True Positive (TP) False Negative
Positive 430 (FN)
(cat) 30
Actual class False Positive True Negative
Negative (FP) (TN)
(dog) 15 601

Figure 2.30: A toy example of a confusion matrix for the binary classification task cats vs.
dogs.

It takes both false positives and false negatives into account, making it particularly
useful when there is the need to balance precision and recall. Moreover, it consists
a good metric to use when there is an uneven distribution between the positive and
negative classes in the dataset.

Revisiting the medical diagnosis and the spam email filter scenarios, within the former
the highest possible recall is desired, whilst in the latter, the highest possible precision is
desired.

Given the aforementioned definitions of TP, TN, FP and FN, we are now able to define
the notion of the confusion matrix. Specifically, a confusion matrix in case of a binary
classification task is typically organized in a 2 x 2 table, as illustrated in Fig 2.30 and is
used to assess the performance of classification models. However, it may not be used
only in binary but also in multi-class classification tasks. It works by providing a detailed
breakdown of the model’s predictions, comparing them to the actual true values. At the
following and for the sake of the explanation, we will explain the application of a confusion
matrix into a binary classification task.

As illustrated in Fig. 2.30, a confusion matrix consists of four main components, corre-
sponding to TP, TN, FP and FN. At the following, we provide a toy arithmetic example for
better understanding of how a confusion matrix is formed.

To begin, let us assume two categories: the first one being “dog,” and the second being
‘cat.” We designated the “cat” class, as being the class of interest, thus denoting the
“positive” class, while the “dog” class denoting the “negative” class. As illustrated in Fig:
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2.30, the “cat” class consists of a total of 430 4+ 30 = 460 samples. On the other hand the
“‘dog” class consists of a total of 15 + 601 = 616 samples.

Specifically, by observing the confusion matrix we are able to calculate TP, FN, FP and
TN as follows:

» TP: we refer to the 430 samples that belong to the “cat” class and have been correctly
classified as “cat,”

* FN: we refer to the 30 samples that belong to the “cat” class and have been misclas-
sified as “dog,”

* FP: we refer to the 15 samples that belong to the “dog” class and have been mis-
classified as “cat,”

* TN: we refer to the 601 samples that belong to the “dog” class and have been cor-
rectly classified as “dog.”

Therefore, we are now able to calculate Acc., P, R and F1 as follows:

* by using Eq. 2.2, P = 7755 = 5i20= = 0.96,
* by using Eq. 2.3, R = 77" 5% = 0055 = 0.93,

: _ TP+TN _ 4304601 _
* by using Bq. 2.4, Acc. = s rprrn = morooizisrao — 0-90,

* byusing Eq. 2.5, F1 =2 L& — 9. 0960935 _ gy

P+R — “ ' 0.96+0.93

As we can observe from the above results, in the specific case the classification model
appears to be performing well, since it combines high precision and recall values.

2.4.4 Implementation and Libraries

All experiments were performed on a personal workstation running Ubuntu 18.04/20.4/22.4
(64 bit) with the following specifications: an Intel™i7 5820K 12 core processor on 3.30 GHz
and 16GB RAM, using NVIDIA™Geforce GTX 2060 GPU with 8 GB RAM. The deep ar-
chitectures have been implemented in Python, using Keras 2.2.4 [38] with the Tensorflow
1.12 [1] backend. All data pre-processing and processing steps have been implemented
in Python 3.6 using NumPy [195] , SciPy [115] and OpenCV [22]. Specifically:

 Python® is a versatile, open-source programming language with a rich history. It was
initially released in 1991 by Guido van Rossum at Centrum Wiskunde & Informatica
in the Netherlands. Over the years, Python has gained immense popularity due to
its readability, particularly appealing to beginner developers. It has found special
use in the fields of data science and machine learning. Python’s strength lies in its
extensive support for various libraries, such as the following:

Snttps://www.python.org/
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+ Keras'® is a high-level neural network API running on top of TensorFlow. It serves as
an interface for TensorFlow, providing users with a straightforward and user-friendly
way to design, construct, and train neural networks. Its appeal lies in its flexibil-
ity, simplicity, and extensive documentation, which has contributed to its popularity
within the machine learning community. With Keras, developers can quickly pro-
totype and experiment with deep learning models without delving too deeply into
the lower-level details of the framework. This accessibility has made it a preferred
choice for many machine learning practitioners.

« TensorFlow'! is a Google-developed end-to-end platform for developing and deploy-
ing machine learning and deep learning models across a wide range of applications.
It is well-known for its flexibility, scalability, and robust ecosystem of tools and re-
sources.

« NumPy'? which stands for “Numerical Python,” is a fundamental library used for
numerical computing in Python. It is particularly known for its support of multi-
dimensional arrays and matrices, making it an essential tool for tasks involving nu-
merical and scientific computations.

+ SciPy' meaning “Scientific computing in Python” is an open-source library for sci-
entific computation, using NumPy, with a plethora of mathematical algorithms. It
includes various modules for statistics, linear algebra, integration, and optimization.

« Scikit-Learn™, often abbreviated as “sklearn” is an open-source library machine
learning for Python. It offers an easy-to-use and effective toolkit for a range of
machine learning applications, including classification, regression, clustering, and
more.

+ OpenCV" is an acronym for “Open Source Computer Vision Library,” which, as the
name suggests, is an open source library focused on computer vision and image
processing which provides numerous types of tools and functions

Conlcuding, Python’s extensive library set and community support, make it a good choice
for a wide range of applications, including scientific research, web development, and arti-
ficial intelligence.

"Ohttps://keras.io/
"https://www.tensorflow.org/
2http://www . numpy . org/
Bhttps://wuw.scipy.org/
"https://scikit-learn.org/stable/
Shttps://opencv.org/
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3. HUMAN ACTIVITY RECOGNITION USING CNNS

3.1 Introduction

As we have already stated in Chapter 1, understanding human activity from video has been
gaining increasing attention in recent years, forming a significant aspect of computer vision
tasks. We remind that Wang et al. proposed a categorization of activity into the following
sub-problems: gesture, action, interaction, and group activity recognition [302]. Specifi-
cally, gestures demand relatively less time, while actions are more time-consuming and
typically involve multiple body parts. interactions encompass either a person and an object
or two individuals, and group activities are combinations of the aforementioned. Moreover,
challenges in human action understanding include representation, analysis, and recogni-
tion of actions [16]. Earlier recognition approaches, like Schuldt et al.’s (2004), relied on
hand-crafted features and traditional machine learning algorithms, such as SVMs [234].
However, their accuracy diminishes significantly with an increased number of actions and
may lack robustness to viewpoint changes. Recent hardware advances, particularly in
graphics processing units (GPUs), facilitate fast training of deep neural network architec-
tures [134]. These approaches eliminate the need for a feature extraction step, learning
features within the network, and their accuracy scales with the available training examples.

Moreover, the advent of cost-effective sensors like Microsoft Kinect has provided depth
data, enriching human activity datasets with multi-modal raw data, including RGB video
and depth information. Depth data allows for the extraction of skeleton sequences, rep-
resenting 3D coordinates of human joints over time. While depth modality is invariant to
illumination changes and reliable for body silhouette estimation, RGB information, with
its color and texture, remains significant for discriminating actions, particularly those in-
volving human-object interactions. Combining different modalities offers diverse perspec-
tives on actions, suggesting meaningful correlations. Skeletal information proves valuable
for accurately capturing human body posture. In scenarios limited to sequence data for
motion features, CNN-based methods face the challenge of efficiently encoding skeleton
sequences while capturing spatio-temporal activity features.

Based on the aforementioned developments, the novelty presented in this Chapter is a
novel 2D visual representation of 3D temporal human skeletal motion, which is based on
well-known 2D image transformations and is applied to the problem of HAR. Specifically,
these transforms are the Discrete Fourier Transform (DFT), Fast Fourier Transform (FFT),
Discrete Cosine Transform (DCT), and Discrete Sine Transform (DST). In brief, raw signal
images capturing 3D motion of human skeletal joints over space and time are transformed
using these methods, resulting in “activity” images that capture the spectral properties of
signal images. For classification, a deep CNN architecture is applied. Evaluation takes
place using the PKU-MMD dataset [163], while the approach’s efficacy is demonstrated
in both recognizing activities of daily living (ADLs) in real-like environments [141] and in
broader scenarios.

The rest of this Chapter is organized as follows: in the remaining of this Section, and
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specifically in Subsection 3.1.1 we present an initial arm gesture experiment that served
as the basis and the motivation of all methodologies that have been implemented in the
context of this Thesis. In Section 3.2 we present related work on HAR, focusing on re-
search efforts that extract 3D skeletal motion and use 2D image representations prior to
classification. Then, in Section 3.3 we present the HAR methodology that is based on
the creation of 2D signal and activity images from raw 3D skeletal data. The proposed
approach is evaluated and corresponding results are discussed in Section 3.4 and finally,
conclusions are drawn in 3.5.

3.1.1 Initial experiment

In order to provide a proof of concept for the proposed framework for HAR, we begin with
a simple, initial experiment that focuses on arm gestures. In other words we attempt to
solve a simpler sub-problem of HAR so as to assess the feasibility and the efficiency of
the proposed description and recognition scheme. Specifically by “arm gesture” we de-
fine any gesture that involves palms, wrists, shoulders and/or elbows. We use a deep
learning Convolutional Neural Network architecture. Our approach is based on the Kinect
v1 sensor and its Software Development Kit (SDK) in order to detect and track the sub-
ject’s skeletal joints in the 3D space. We then select a subset of these joints, i.e., all that
are involved at any of the gestures of our data set. Then, we create an artificial image
based on these 3D coordinates. We apply the Discrete Fourier Transform on these im-
ages and use the resulting ones to train the CNN. We compare this approach with the one
of Paraskevopoulos et al. [205], where a set of hand-crafted statistical features on joint
trajectories had been used. We evaluate this approach using a dataset of 10 arm gestures
that we have created specifically for this problem.

The problem of arm gesture recognition has attracted many research efforts during the
last decade. In this section our goal is to present works that aim to recognize simple
arm gestures, i.e., as the ones we also aim to recognize in the context of this work. We
shall present both approaches that use traditional machine learning techniques and also
approaches that are based on deep learning. Feature-based works typically rely on tra-
ditional machine learning approaches such as artificial neural networks (ANNs), support
vector machines (SVMs), decision trees (DTs) or K-nearest neighbor classifiers (KNN).
In [18] SVMs and DTs are trained on 3D skeletal joint coordinates, while in [138] distances
in reference to the Spine Center are used as features with a KNN classifier. Within the
approach of [177], cascades of ANNs are used to firstly classify the gesture side (left/right)
and then recognize the gesture type. In the work of [185] SVMs are used to recognize
distinctive key poses, while Decision Forests are then applied to recognize gestures as se-
quences of such poses. Other approaches [32,106,225,227] exploit the fact that a gesture
may be considered as a temporal sequence that typically varies in terms of speed and use
the Dynamic Time Warping Algorithm (DTW) [5], while in some cases, a machine learning
algorithm complements the classification scheme. Hidden Markov Models (HMMs) and
Gaussian Mixture Models (GMMs) have also been frequently used [9, 75, 82, 274, 320]
since they are able to solve temporal pattern recognition problems. Their input typically
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Figure 3.1: A graphic illustration of the proposed methodology for arm gesture recogni-
tion. Specifically, 8 skeleton joints are tracked during a gesture. Then, a signal image

is constructed. Upon application of the Discrete Cosine Transform, the activity image is
constructed and given as input to the CNN which classifies it to the depicted class, i.e.,

clapping.

consists of 3D positions of skeletal joints or body parts.

Paraskevopoulos et al. [205], proposed an approach for feature extraction using mea-
surements on skeletal joints and evaluated it using several machine learning algorithms.
Oyedotun et al. [198], proposed an approach for the recognition of arm gestures from the
American Sign Language using CNNs and auto encoders. 3D CNNs have been used
by Molchanov et al. [187] to detect drivers’ arm gestures and by Camgoz et al. [26] for
continuous gesture recognition. Moreover, Sanchez et al. [230] used a CNN for arm ges-
ture recognition, which would then serve as an estimation of hand pose and orientation.
Several CNN architectures to predict 3D joint locations of a hand given a depth map have
been investigated by Oberweger et al. [193]. A synthetically trained CNN has been pre-
sented by Tsai et al. [276]. A method based on multi-scale and multimodal deep learning
has been presented by Neverova et al. [191]. A two-stage approach that combines fea-
ture learning from RGB and depth with CNNs and PCA to extract the final features has
been presented by Li et al. [155]. Deep dynamic NNs were used by Wu et al. [310] for
both gesture segmentation and recognition. A Deep Belief Network and a CNN were used
by Tang et al. [267] for learning features that are insensitive to movement, scaling, and
rotation from hand posture images.

3.1.1.1 Skeletal Data Extraction

We may define a gesture as the transfer of a subset of joints from point A to point B,
using a vaguely predefined trajectory. Note that a gesture may also be defined as a con-
tinuous stream of poses, between A and B, i.e., an ordered of temporary motion suspen-
sions where body joints assume a distinct configuration in space [205]. Also, we limit our
recognition in arm gestures, i.e., gestures that are based on motion of hands, yet involv-
ing palms, wrists, elbows and shoulders. We herein present the proposed approach for
classification of arm gestures. A graphic representation of the proposed methodology is
illustrated in Fig. 3.1.
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03: ShoulderLeft
04: ShoulderRight
05: ElbowLeft

06: ElbowRight
07: WristLeft

08: WristRight

09: HandLeft

10: HandRight

Figure 3.2: The 8 selected skeleton joints that have been captured using Kinect v1 and
have been used in the initial experiment.

Specifically, using a set of 20 3D skeletal joints, extracted using the Kinect v1, we select
a subset of them that is typically involved in hand gestures. More specifically, we use
the following 8 joints: Hand Left, Wrist Left, Elbow Left, Shoulder Left, Hand Right, Wrist
Right, Elbow Right and Shoulder Right, that correspond to hands and arms. This subset
of joints is illustrated in Fig. 3.2.

Inspired by the work of Jiang and Yin [114] who worked using raw sensor measurements
from inertial sensors, as a first step “signal” images are created, upon concatenating the
signals that are produced by skeletal motion. Specifically, the motion of each skeletal joint
in the 3D space, over time is treated as 3 independent 1D signals. Each of them corre-
sponds to a coordinate. Therefore, for a given joint j, let S; .(n), S;,(n), S; .(n) denote the
3 1D signals that correspond to its 3D motion and for the coordinates x, y, z, respectively.
Thus, in the signal image, S;.(n) corresponds to row 3 x j — 2. Accordingly, S;,(n) and
S;..(n) correspond to rows 3 x j — 1 and row 3 x j. This way, the signal image S for a
given activity and for NV joints, is created upon concatenation of the 3 x N signals, thus its
dimension is 3 x N x T, where T is the duration of this activity.

However, in real problems, since different subjects may perform the same activity with
different duration and also different activities require different duration, it should be obvious
that 7T} is variable. In order to address the problem of temporal variability between subjects
and between activities, so as to allow for signal concatenation, as discussed, a linear
interpolation step is imposed. This way the length of all activities T, is fixed. Note that in
order to set value of T, the process begins with the selection of a value close to the mean
of all activities, yet the exact value that is finally used is chosen upon experimentation and
fine-tuning.
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a. b.

Figure 3.3: (a) a sample signal image; and (b) the corresponding activity image from
gesture “clapping.” Figure best viewed in color.

3.1.1.2 Activity Images

Let S denote a signal image with dimensions W x H and S,,,, the pixel at coordinates
(m,n). From each signal image an “activity” image A is created. This may be done by
applying the following image transformation [76, 110] on a given signal image S: the 2-D
Discrete Cosine Transform (DCT), which is defined as:

W-1H-1
B m2m+1Du  w(2n+ 1)v
A(u,v) = aya, ; ; S(x,y) (cos ST cos —— : (3.1)
where z € [0,W — 1],y € [0, H — 1],u € [0,W — 1],v € [0, H — 1] and also:
1
L u=0
v !
y = 3.2
{M%,lguSWl 52
and
Ly =
av =14 V7, ; (3.3)
" 1 S (% S H-1

Note that from the DCT transform only the magnitude is preserved, while the phase is
discarded and further processed by normalizing using the orthonorm. Obviously, the result
is a 2-D image, with the same dimension as the signal image S.

In Fig. 3.3 a signal image example of the class “clapping” and the corresponding activity
image are illustrated. Furthermore, in Fig. 3.4 the 10 corresponding activity images, cre-
ated upon applying the aforementioned transform on the signal images S are illustrated.

At this point we focus only on the classification of a gesture into a set of predefined classes.
Therefore, we should clarify that we do not perform any temporal segmentation to detect
the beginning and the ending of a possible gesture; instead we consider this problem as
solved. We use pre-segmented videos and only aim to recognize gestures per segment;
each may contain at most one gesture. Since gestures typically vary in terms of duration
even when performed by the same user, we perform a linear interpolation step to ensure
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clapping two hands two hands  swipe swipe swipe swipe swipe swipe swipe
raise circle diagonal left down-left down-right left right up left up right

Figure 3.4: A sample signal image and the corresponding activity image from all 10 ges-
tures recognized throughout our experiments. Upper row: signal images; lower row: ac-
tivity images. Figure best viewed in color.

the same length on all gesture sequences in order to concatenate them to form the signal
image. In the context of this experiment, the length is set to 7, = 60. Moreover, as we
have already mentioned, we use 8 3-D skeletal joints, therefore, all signal images have
size equal to 24 x 60.

3.1.1.3 Gesture Classification

For arm gesture classification we have used a CNN that is presented in detail in Fig.
3.5. Specifically, the first convolutional layer filters the 24 x 60 input activity image with
16 kernels of size 3 x 3. A second convolutional layer filters the 24 x 60 resulting image
with 16 kernels of size 3 x 3. Then the first pooling layer uses “max-pooling” to perform
3 x 3 sub-sampling. The third convolutional layer filters the 11 x 29 resulting image with
32 kernels of size 3 x 3. Then, the fourth convolutional layer filters the 11 x 29 resulting
image with 128 kernels of size 3 x 3. A second pooling layer uses “max-pooling” to perform
2 x 2 sub-sampling. Then, a flatten layer transforms the output image of size 5 x 14 of the
second pooling to a vector, which is then used as input to a dense layer using dropout.
Finally, a second dense layer using dropout produces the output of the network.

3.1.1.4 Experiments

In order to evaluate our initial experiment, we have constructed a real-life dataset. More
specifically, we have involved 10 users (5 male and 5 female, aging between 22 and
30 years old) in the process. In order to obtain spontaneous gestures, none of these
users was neither involved in the research conducted in the context of HAR, nor had been
previously involved in similar tasks. Moreover, we only provided them with an intuitive
description of the way gestures should be performed, allowing “noise” in the collection
process. This way, we feel that the collected gestures were as “natural” as possible. The
set of gestures consists of the following: Swipe-left, Swipe-right, Swipe-up-left, Swipe-up-
right, Swipe-down-left, Swipe-down-right, Swipe-diagonal-left, Clapping, Two-hands-raise
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Figure 3.5: The CNN architecture that has been used in our initial experiment for arm
gesture classification.

and Two-hands-circle. In Fig. 3.6 we illustrate a sequence of RGB frames with overlaid
the skeleton for several gestures; the remaining may be easily conceived, since they are
symmetric to some the aforementioned.

Note that we have asked all users to perform each gesture at least 10 times and then we
manually cleaned the data set by removing the wrongly performed gestures and keeping
only 5 samples per gesture, per user. This resulted to a total of 500 gestures. All samples
were manually segmented using a video editor; sample gestures begin approx. 100msec
upon the beginning of the corresponding video, while end approx. 100msec prior to its
ending. This way we were able to isolate gestures from other movements. For each ges-
ture, we also recorded the relevant skeletal data and extracted the 3D coordinates and the
corresponding sets of features of Paraskevopoulos et al. [205], for all the aforementioned
joints involved in these gestures, i.e., Shoulders, Elbows, Wrists and Hands. We per-
formed a cross-subject evaluation: 8 users were used for training, while the 2 remaining
ones were used for testing.

3.1.1.5 Results of the Initial Experiments

We compared our approach with the one of Paraskevopoulos et al. [205] that was based
on a set of hand-crafted features and Extremely Randomized Trees (ERT) or Support Vec-
tor Machines (SVM) with non-linear kernels, which showed the best performance among
a set of well-known classifiers. However, the proposed approach showed superior perfor-
mance. As it may be seen in the results that are summarized in Table 3.1. Although the
performance of the ERT was satisfactory, as expected, still it was inferior to the one of the
proposed CNN architecture. However, we should note that the produced models from the
ERT and the SVM were far less complex than the one of the CNN, which means that less
time would be needed for prediction, something crucial for certain applications.
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Figure 3.6: Examples of gestures taken from the data that has been created for the arm
gesture experiments. For each example skeleton sequences overlaid to RGB data and
single are illustrated. From top to bottom: clapping, two hands raise and two hands circle.

3.1.1.6 Preliminary Conclusions

In the beginning of this Chapter we presented initial results of a simple approach for the
recognition of arm gestures, using a convolutional neural network. We based our approach
on the creation of “activity” images, each resulted upon application of the Discrete Cosine
Transform to a given signal image. This image was constructed upon concatenation of raw
signals that correspond to the location of skeletal joints in the 3D space. We compared
the proposed approach to previous work that used a set of hand-crafted features and
two machine learning algorithms, namely extremely randomized trees (ERTs) and support
vector machines (SVMs) with non-linear kernels. To this, we used a custom dataset that
consisted of 10 gestures involving either one or both hands. Although the performance of
the ERT was satisfactory, as expected, still it was inferior to the one of the proposed CNN
architecture. However, we believe that these early results on arm gesture recognition are
quite satisfactory and that the notions of signal and activity images may be applied to the
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Table 3.1: Results of the initial arm gesture classification experiment and comparison to
the approaches presented in Paraskevopoulos et al. [205], using extremely randomized
trees (ERT) and support vector machines (SVM). Numbers denote accuracy. Best result
indicated in bold.

proposed ERT from [205] SVM from [205]
accuracy 0.90 0.82 0.72

more complex problem of human activity recognition, which will be investigated within the
next sections of this Chapter.

3.2 Related Work on HAR based on 2D Representations of 3D Skeletal Motion

The problem of human action recognition has attracted many research efforts, which have
been continuously growing during the last decade. In this section we aim to present ap-
proaches that are based on the representation of the 3D skeletons extracted by human
activities with 2D image representations. The latter may be used directly as input into a
CNN, typically without any feature extraction step; features are learned by the convolu-
tional layers. In this section our goal is to present state-of-the-art research works on HAR
focusing primarily on the way the aforementioned 2D representations are formed.

3.2.1 Visual Skeletal Representations

Huynh-The et al. [105] proposed a technique named, “pose-transition feature to image,”
transforming skeletal information from video sequences to skeleton-based images. Two
geometric features are extracted, i.e., joint-joint distance and joint-joint orientation. For
each video frame, a row vector F' is composed with four normalized values. The first two
values correspond to the distance and orientation between two arbitrary joints, while the
last two values correspond to the distance and orientation between two arbitrary joints
of two consecutive frames, respectively. The RGB skeleton-based image is formed by
stacking the feature vectors F’ of all skeleton frames in the video, and encoding the normal-
ized values as color pixels. Similarly, Pham et al. [215] represented the skeletal informa-
tion with an enhanced action map, named “enhanced Skeleton Posture-Motion Feature”
(SPMF). Joint motion and posture are encoded using the aforementioned joint features,
the Euclidean distance between two joints and the joint-joint orientation. Additionally, the
Adaptive Histogram Equalization (AHE) which is a color enhancement method, is adopted
for increasing contrast and highlighting the texture and edges of the motion maps.

In the work of Du et al. [50], in order to preserve the spatial information the set of joints is
split into five subsets corresponding to arms, legs and the trunk. Pseudo-colored images
are generated by corresponding x, y and z spatial coordinates to R, G and B components,
respectively. To preserve temporal information, spatial representations are chronologi-
cally arranged. Wang et al. [303] proposed a representation of “joint trajectory maps,”
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wherein the motion direction. Maps were constructed by appropriately setting saturation
and brightness so as texture would correspond to motion magnitude; each was based on
the projected trajectory of the skeleton to a Cartesian plane.

Similarly, Hou et al. [96] transformed the extracted skeleton joints into a representation
called “skeleton optical spectra,” so that hue changes would reflect to the temporal varia-
tion of skeletal motion. Li et al. [153] proposed the representation of “joint distance maps,”
and opted for encoding the pair-wise joint distances in the 3 orthogonal 2D planes and
also used a fourth one to encode distances in the 3D space, while hue was used to en-
code distance variations. Each map was separately classified and a late fusion scheme
was adopted. Therein, pairwise distances of joints generate four JDMs. The first three
maps correspond to distances in the three orthogonal planes (zy, yz and zz), while the
fourth encodes distances calculated in the 3D space (zyz). The existence of the fourth
JDM improved the robustness of the method when tested on multiple viewpoints. Again,
the image’s hue expresses the variations of joint distances.

Furthermore, Li et al. [152] presented a deep learning model that preserves spatial and
temporal features, taking advantage of both LSTM and CNN architectures. Inspired by
[215] and [303], spatial domain features and temporal domain features are extracted from
skeleton sequence data. The former consist of relative position distances between joints
and distances between joints and the lines connecting two joints. Temporal domain fea-
tures are generated using the aforementioned methods to construct JDMs and JTMs.
Spatial domain features are used as input to LSTM networks, while temporal domain fea-
tures are used to train a CNN. To fuse resulting feature vectors a multiply score fusion is
adopted.

Liu et al. [168] proposed a spatio-temporal representation for skeleton sequences that also
incorporates the various durations of the different actions performed. The constructed
images are based on a three-channel image patch, termed “Skepxel,” which is composed
by arranging the indices of the skeleton joints in a 2D grid and encoding their coordinate
values along the third dimension. Each Skepxel might have a different arrangement of
the joints but in order to keep the representation of the skeleton sequence compact, only
a few, highly relevant arrangements are selected. A group of Skepxels are generated for
a single skeleton frame and the final image is compactly constructed by concatenating
the group of skepxels in a column-wise manner for an N-frame sequence. In an effort
for invariance to the initial position and orientation of the skeleton, Liu et al. [169] applied
transforms to skeletal sequences. The representation of each joint consisted of its 3D
space coordinates, also adding time and joint label to create a 5D space. Upon projection
to a 2D image using two of the aforementioned dimensions, the remaining three were used
as R, G, B values to form pseudo-colored images. An approach addressing the problem
of view invariance was presented in the work of Liu et al. [169] where a transformation
creating a 5D representation of joints has been proposed. They adopted a 5D space,
consisting of the 3D coordinates of each joint and the additional two dimensions of time
and joint label. Upon projection to a 2D image using the dimensions of time and joint label,
the remaining three dimensions are used as R, G, B, channels to form pseudo-colored
images.
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Figure 3.7: (a) A signal image; activity image resulting upon (b) DFT; (c) FFT, (d) DCT;
(e); DST. Action is playing with phone/tablet. DFT and FFT images have been processed
with log transformation for visualization purposes. Figure best viewed in color.

Similarly, Yang et al. [317] proposed a “tree structure skeleton image” (TSSI), based on
the idea that spatially related joints in original skeletons have direct graph links between
them. For their method, human skeleton graph structure is rearranged using a depth-
first tree traversal order and therefore, the spatial correlations between joints are better
preserved. Finally, Ke et al. [121] proposed a skeletal representation capable of extracting
translation, rotation and scale invariant features. In their method, five subsets of joints
are selected to represent the following body parts, arms, legs and trunk. For each body
part the cosine distances and the normalized magnitudes are calculated, creating two
feature arrays, which are then transformed into gray scale images. Instead, they extracted
translation, rotation and scale invariant features by subsets of joints as in [50]. From each,
they extracted cosine distances and normalized magnitudes from vector representations
generated from pairwise relative positions between joints. These representations were
concatenated to form a 2D representation.

3.3 Methodology

As it has already been mentioned in s ubsection 3.1.1.1, our work has been partially in-
spired by the one of Jiang and Yin [114]. We first create an image by concatenating the
aforementioned 75 1-D signals, which form the “signal” image. From each signal image we
create an “activity” image, by applying one of the following transforms: a) the 2-D Discrete
Fourier Transform (DFT); b) the 2-D Fast Fourier Transform (FFT); c) the 2-D Discrete
Cosine Transform (DCT); and d) the 2-D Discrete Sine Transform (DST). Note that the
aforementioned transforms provide 2D compact representations of 3D temporal skeletal
motion. Moreover, these transforms are invariant to the position of the subject within the
capture area, while they also consist an intermediate feature representation of the skeletal
motion. In Fig. 3.7 we illustrate an example signal image and the 4 corresponding activity
images.
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Figure 3.8: A graphic illustration of the proposed methodology for activity recognition.
Specifically, 25 skeleton joints are tracked during a gesture. Then, a signal image is
constructed. Upon application of the Discrete Cosine Transform, the activity image is
constructed and given as input to the CNN which classifies it to the depicted class, i.e.,
falling.

We herein remind that the goals of this Thesis are limited to activity classification. There-
fore, it belongs to the category of segmented recognition (see Section 1.2), as it does not
perform a temporal segmentation step. Instead, we work using pre-segmented video se-
quences, aiming to only recognize the performed actions within each segment. We also
assume that each segment contains exactly one action. The herein presented methodol-
ogy is presented in Fig. 3.8.

3.3.1 Signal Images

The first step to create “signal” images is to concatenate the signals that are produced by
skeletal motion. The process is the same as the one described in subsection 3.1.1.1. We
herein remind that the motion of each skeletal joint in the 3D space, over time is treated
as 3 independent 1D signals, while each of them corresponds to a coordinate. Therefore,
for a given joint j, let S, .(n), S;,(n), S;.(n) denote the 3 1D signals that correspond to its
3D motion and for the coordinates z, y, z, respectively. Thus, in the signal image, S, .(n)
corresponds to row 3 x j — 2. Accordingly, S;,(n) and S; .(n) correspond to rows 3 x j — 1
and row 3 x j. This way, the signal image S for a given activity and for NV joints, is created
upon concatenation of the 3 x N signals, thus its dimension is 3 x N x T, where T is the
duration of this activity.

However, in real problems, since different subjects may perform the same activity with
different duration and also different activities require different duration, it should be obvious
that T} is variable. In order to address the problem of temporal variability between subjects
and between activities, so as to allow for signal concatenation, as discussed, a linear
interpolation step is imposed. This way the length of all activities T, is fixed. Note that in
order to set value of T, the process begins with the selection of a value close to the mean
of all activities, yet the exact value that is finally used is chosen upon experimentation and
fine-tuning. Thus, in the context of this work, the length is setto T, = 159. Moreover, given
N = 25, the dimension of S is equal to 75 x 159. An example signal image is illustrated in
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Fig. 3.7a.

3.3.2 Activity Images

Let S denote a signal image as it was define in 3.1.1.2 with dimensions W x H and S,,,,
the pixel at coordinates (m,n). From each signal image an “activity” image A is created.
This may be done by applying one of the following image transforms [76, 110] on a given
signal image S:

a)the 2-D Discrete Fourier Transform (DFT), which is defined as:

W-1H-1

1)) _ Z ZS T y eI (ux/WHvy/H) 7

=0 y=0

where z € [0,V — 1],y € [0, H — 1],u € [0,W — 1],v € [0, H — 1]; b) the 2-D Fast Fourier
Transform (FFT), which is a fast implementation of DFT; c) the 2-D Discrete Cosine Trans-
form (DCT), which is defined as:

W—1H-1
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where z € [0,W — 1],y € [0, H — 1],u € [0, W — 1],v € [0, H — 1] and also:

and

d) the 2-D Discrete Sine Transform (DST), which is defined as:

— — Cw@m+ ) (u+1) . w@2n4 1)+ 1
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where z € [0, W —1],y € [0, H—1],u € [0, W —1],v € [0, H—1] and a,, a, are given by Egs.
3.5 and 3.6, respectively. Note that from each transform only the magnitude is preserved,
while the phase is discarded. Also, note that DST and DCT are further processed by
normalizing using the orthonorm. Obviously, in all cases the result is a 2-D image, with the
same dimension as the signal image S. Moreover, although FFT is a fast implementation
of DFT, as it has been mentioned, it was amongst the goals of this work to assess if, due
to the expected differentiation between them, any differences in performance would show
in practice. In Fig. 3.7 a signal image is illustrated, along with the 4 corresponding activity
images, created upon applying the aforementioned transforms on it.
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Figure 3.9: The proposed CNN architecture for recognition of human activities based on
the 2D activity representation presented in this Chapter.

3.3.3 Network Architecture and Training

The architecture of the proposed CNN is presented in detail in Fig. 3.9. Specifically,
the first convolutional layer filters the 159x75 input activity image with 32 kernels of size
3x3. The first pooling layer uses “max-pooling” to perform 2 x2 sub-sampling. The second
convolutional layer filters the 78 x 36 resulting image with 64 kernels of size 3x3. A second
pooling layer uses “max-pooling” to perform 2 x 2 sub-sampling. A third convolutional layer
filters the 38 x 17 resulting image with 128 kernels of size 3x3. A third pooling layer uses
“‘max-pooling” to perform 2x2 sub-sampling. Then, a flatten layer transforms the output
image of the last pooling to a vector, which is then used as input to a dense layer using
dropout. Finally, a second dense layer produces the output of the network. To avoid
overfitting, the most popular approach which is also adopted in this work is the use of the
dropout regularization technique [256]: at each training stage several nodes are “dropped
out” of the network. This way overfitting is reduced or even prevented, since complex
co-adaptations on training data are prevented. For training the CNN, the ReLU activation
function has been used. Moreover, the batch size has been to 100 and the Adam optimizer
has been used. Also, the dropout was set to 0.55, the learning rate was set to 0.001 and
the network was trained for 43 epochs, using the loss of the validation set calculated via
cross-entropy as an early stopping method, in order to avert overfitting.

The aforementioned architecture has been selected through validation set tuning based
on two factors: a) the need to build sufficiently rich representations to allow for effective
classification; and b) the restriction of the number of parameters so as to allow flexibility,
e.g., for easy deployment of the model in low-cost platforms or mobile devices to perform
inference on the edge, in real-life applications of the herein proposed approaches.
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3.4 Experimental Protocol and Results

For the experimental evaluation of our approach we used the PKU-MMD dataset [163] that
has been presented in subsection 2.4.1.1. As it has already been mentioned, PKU-MMD
is a large-scale benchmark dataset, focusing on human action understanding and con-
taining approx. 20K action instances from 51 categories, while 66 human subjects have
participated in the data collection process. Moreover, each action has been recorded by 3
camera angles, using the Microsoft Kinect v2 camera. For each action we use the provided
extracted 3D positions of skeletons, discarding RGB, depth and infrared information.

Our experiments are divided into two parts. In the first part our goal was to assess whether
the proposed approach may be used for ambient assistive living scenarios and more
specifically for the recognition of ADLs. Therefore, we selected 11 out of the 51 classes of
PKU-MMD, which we believe are the most close to ADLs or events in such a scenario. The
selected classes are: eat meal snack, falling, handshaking, hugging other person, make
a phone call answer phone, playing with phone tablet, reading, sitting down, standing up,
typing on a keyboard and wear jacket. In Fig. 3.10 we illustrate sample signal and activity
images from these 11 classes and for all types of transforms. Note the visual difference of
these images which may not be significant to the human observer in some cases, espe-
cially in the cases of FFT and DCT, yet allows the CNN to learn the differences between
two classes. In the second part, we performed experiments with the whole dataset, i.e.,
with all 51 classes.

The evaluation protocol we followed is as follows: we first performed experiments per
camera position; we remind that in this case both training and testing sets derived from
the same viewpoint. Then, we performed cross-view experiments, where different view-
points were used for training and for testing. As we have already mentioned, the goal of
these experiments was to test the robustness of the proposed approach in terms of trans-
formation (e.g., a translation and a rotation), which could correspond to abrupt viewpoint
changes which typically occur in real-life situations. Finally, we performed cross-subject
experiments, where subjects were splitin training and testing groups, i.e., any actor “partic-
ipated” only into one of the groups. The goal of this experiment was to test the robustness
of our approach into intra-class variations. In real-life situations this is expected to happen
when a system is trained e.g., within a laboratory environment and is deployed into a real
ambient-assistive living environment where different subjects are observed. Note that in
all cases we measured classification accuracy. Detailed results are depicted in Tables 3.2
and 3.3 for 11 and 51 classes, respectively.

As it may be observed, in the case of 11 classes, DST showed best accuracy for the
majority of single- and cross-view experiments, followed by DCT. However, in the cross-
subject case, DFT showed best accuracy, once again followed by DCT. In single-view
experiments, and in case of the middle (M) camera, accuracy varied between 0.83 — (.89,
in case of the left (L) camera, it varied between 0.76 — 0.84 and in case of the right (R)
camera, it varied between 0.84 — 0.89. In all cases and bearing in mind the early stage
of research, they are considered as satisfactory. Similarly, in cross-subject experiments,
accuracy varied between 0.81 — 0.85, which was also a satisfactory result. However, in
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(a) (b) (c) (d) (e) (f) (9) (h) (i) ) (k)

Figure 3.10: Examples of activity images from 11 classes and for the 4 transforms used.
1st row: DFT; 2nd row: FFT; 3rd row: DCT; 4th row: DST. a) eat meal/snack; b) falling;
c) handshaking; d) hugging other person; e) make a phone call/answer phone; f) playing
with phone/tablet; g) reading; h) sitting down; i) standing up; j) typing on a keyboard;
k) wear jacket. DFT and FFT images have been processed with log transformation for
visualization purposes. Figure best viewed in color.

the cross-view case we noticed a severe drop of performance, compared to the previous
experiments. Specifically, when using one camera for training and another for testing, our
observations may be divided into two main aspects: a) in cases of “neighbouring” cameras,
i.e.,, L, Mand R, M, accuracy varies between 0.56 — 0.72, being inferior to cross-view and
cross-subject cases; b) in cases of “extreme” viewpoint changes, i.e., when using L and
R cameras for training/testing or vice versa, accuracy significantly drops between 0.32 —
0.43. Finally, in case of using two cameras for training and the third for testing, notably
when L and R cameras are used for training, accuracy is between 0.77 — 0.81, while in the
other two cases, it lies significantly lower, i.e., between 0.57 — 0.62.

Continuing with the case of 51 classes, our observations are similar, yet all accuracies
are significantly lower compared to the case of 11 classes, as expected. Specifically,

E. Mathe 108



Neural Network Training Techniques for Human Activity Recognition Using Visual Data

Table 3.2: Experimental results denoting accuracy of the proposed approach in the 11
selected classes of the PKU-MMD dataset. M, L and R denote the middle, left and right
camera angles, respectively. Bold denotes best result.

Experiment Train Test DFT FFT DCT DST
M M 0.89 0.84 083 0.86

Single-view L L 0.76 0.82 0.78 0.84
R R 0.84 0.85 0.89 0.87

M L 0.62 0.61 0.63 0.64

M R 0.58 0.61 0.65 0.63

L M 0.65 066 0.64 0.72

L R 041 038 032 043

Cross-view R M 0.56 0.59 0.64 0.63
R L 0.32 0.37 0.33 0.39

M,L R 0.60 0.60 0.62 0.62

M,R L 0.60 0.57 0.59 0.60

L,R M 0.77 0.77 0.81 0.82

Cross-subject MLR MLR 085 079 0.83 0.81

DCT and DST exhibited once again best accuracy in the majority of cases, apart from
the extreme cross-view cases where L camera was used for training and R for testing
or vice versa, where DFT showed best accuracy, followed by FFT. Specifically, in single-
view experiments, and in case of the middle (M) camera, accuracy varied between 0.46 —
0.66, in case of the left (L) camera, it varied between 0.46 — 0.66 and in case of the right
(R) camera, it varied between 0.51 — 0.69. Notably, DFT and FFT exhibited significantly
inferior performance to DCT and DST. Similarly, in cross-subject experiments, accuracy
varied between 0.50 — 0.64, while once again DFT and FFT exhibited inferior performance.
In the case of 51 classes and contrary to the one of 11 classes, performance in the cross-
subject case was comparable to the single-view case. Finally and in the cross-view case,
when using one camera for training and another for testing, our observations may be again
divided into two main aspects: a) in cases of “neighbouring” cameras, i.e., L, M and R,
M, accuracy varies between 0.30 — 0.39, being inferior to cross-view and cross-subject
cases; b) in cases of “extreme” viewpoint changes, i.e., when using L and R cameras for
training/testing or vice versa, accuracy significantly drops between 0.13 — 0.22. Finally,
in case of using two cameras for training and the third for testing, notably when L and
R cameras are used for training, accuracy is between 0.44 — 0.55, while in the other two
cases, it lies significantly lower, i.e., between 0.32 — 0.34.

3.5 Conclusions

In this Chapter our primary goal was to propose a novel approach for 2D representation
of 3D motion of skeletal joints, so as to recognize human activity using CNNs. To this,
we first presented a simple arm gesture recognition experiment, whose goal was to verify
whether the proposed representation had the potential to be applied into a real-life prob-
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Table 3.3: Experimental results denoting accuracy of the proposed approach in the 51
classes of the PKU-MMD dataset. M, L and R denote the middle, left and right camera
angles, respectively. Bold denotes best result.

Experiment Train Test DFT FFT DCT DST
M M 046 049 0.66 0.65

Single-view L L 046 0.52 0.60 0.65
R R 0.55 0.51 0.69 0.67

M L 0.33 0.34 0.33 0.36

M R 0.32 0.31 0.36 0.32

L M 0.33 0.30 0.35 0.39

L R 0.22 0.22 0.13 0.14

Cross-view R M 0.32 0.34 0.36 0.34
R L 0.20 0.19 0.13 0.14

M,L R 0.33 0.34 033 0.34

M,R L 0.32 0.33 0.32 0.34

L,R M 0.44 044 0.55 0.52

Cross-subject M,LLR MLR 050 052 0.64 0.63

lem. Upon the initial, encouraging results we opted to apply this methodology into large
scale, challenging human activity recognition datasets.

Specifically the proposed methodology is based on a novel representation of skeletal 3D
motion which uses spectral image transformations of signal images, resulting upon a)
concatenation of raw 1D signals corresponding to 3D motion of skeletal joints’ coefficients;
and b) application of a transform to the created image. For classification we used a CNN
architecture.

We evaluated the proposed approach using a state-of-the-art and challenging dataset,
which consisted of sequences corresponding to 51 human actions. These sequences
had been captured with 3 Kinect v2 cameras, under different camera angles and the
skeletal joints of the human actors involved had been extracted. We performed exper-
iments involving either a single camera (single-view) or more than one (cross-view). We
also performed cross-subject experiments to evaluate the robustness of the approach.
We mainly focused on a subset of 11 actions which in our opinion are the most close to
real-life ADLs. However, we also experimented with the whole dataset. Our results indi-
cate that the proposed approach may be successfully applied to human action recognition
in real-like conditions, yet a drop of performance is expected when significant changes of
viewpoint occur.
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4. GEOMETRIC DATA AUGMENTATION FOR HAR

4.1 Introduction

In Chapter 3 we presented a novel human activity recognition approach that was applied
on segmented video data and was based on a deep CNN model. This model was trained
on 2D image representations of 3D skeletal motion, which was presented in Subsection
3.3. However, this approach demonstrated reduced performance in case where training
and testing data derived from different cameras, i.e., in the cross-view evaluation. To deal
with this drop of performance, in this Chapter we enhance this methodology by applying
a geometric rotation transform to action examples. Its goal is twofold: a) to augment the
available dataset by increasing both the number and the diversity of the data samples and
b) to “align” action examples that originate from different cameras, so as to compensate
for the corresponding viewpoint change.

As we have already discussed in subsection 2.2, data augmentation is a generic method-
ology that aims to expand the size and/or the diversity of some data set, in an effort to
improve training and subsequently increase the performance in evaluation. This is typi-
cally achieved upon creating “artificial” data samples, which are quite similar to those of
the original set, yet not identical to any of them. In the context of computer vision prob-
lems, usually data are images, thus data augmentation aims to construct synthetic images,
based on the properties and limitations of the given task. Data augmentation approaches
in HAR problems have employed local averaging and sampling [258], transformations
such as rotation, scaling, jittering [117], and data warping [91]. However little work has
been demonstrated when working with skeletal data such as the ones we use in the con-
text of this Thesis. In that case, augmentation approaches include direct application of
geometric transformations [169] or RNNs [325] in raw skeletal sequences. Nevertheless,
and as we have previously mentioned in subsection 2.2, such approaches are typically
hard to implement, and are mostly domain-dependent, as they are specific to a particular
problem/task.

The novelty of this Chapter is a data augmentation scheme that is applied on raw skele-
tons, so as to enhance training data set with artificial examples. Moreover, we assess
the effect of data augmentation to the classification performance of the HAR methodology
presented in Chapter 3. We show that by incorporating artificially rotated skeletons to the
training dataset, the accuracy of a deep approach within a multi-camera setup may be
boosted. Of course, due to the methodology we use for the construction of image repre-
sentations of skeletal data, popular data augmentation strategies such as rotations and
random crops may not be applied; such methods could severely affect the spectral prop-
erties of activity images, by removing or distorting important information. Thus, rotation
of activity samples of skeletal motion upon geometric processing them which led to the
creation of artificial, valid examples has been instead adopted.

The rest of this Chapter is organized as follows: Section 4.2 presents related research
works that use a data augmentation step on human skeletons. The proposed data aug-
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mentation methodology is presented in detail in Section 4.3. The experimental protocol we
followed is presented in Section 4.4, wherein results are also presented and discussed.
Finally, conclusions are drawn is Section 4.5.

4.2 Related Work

As we have already mentioned in section 2.2.1, data augmentation aims to expand the
size and/or the diversity of a given data set, by constructing some kind of synthetic images
and by considering any properties/limitations of the problem at hand. Although a plethora
of research works has addressed the problem of HAR, as presented in Section 1.4, only
few research efforts have addressed the problem of viewpoint invariance. In the context of
HAR, data augmentation has been previously used with inertial measurements extracted
from wearable sensors by Eyobu and Han [258], who applied local averaging as a down-
sampling technique and shuffling. Also, using similar data, Kalouris et al. [117] applied a
set of domain specific transformations, such as rotation, scaling, jittering etc. Hernandez
et al. [91] worked with hand points and applied data warping on the magnitude and the
temporal location of motion signals.

Moreover, the aforementioned problem of viewpoint invariance has also not been ade-
quately addressed by intense research efforts. Liu et al. [169] proposed the direct appli-
cation of geometric transformations to raw skeletal sequences. They created a 5D joint
representation by concatenating 3D space coordinates, time and joint label. Then, in or-
der to create a 2D image, they projected 2 of the aforementioned 5 dimensions, while the
remaining 3 were mapped to R, G and B color values. Obviously, the resulting images
were pseudo-colored. Moreover, we should emphasize that the proposed data augmen-
tation approach has been partially inspired by the work of Zhang et al. [325]. Therein, a
view adaptive RNN, was used in order to apply geometric transformations to raw skeletons
captured under several views, towards the selection of more “consistent” viewpoints.

4.3 Methodology

In this Section we present the proposed methodology for data augmentation and viewpoint
alignment. Our approach is based on the 3D rotation transformation, which is directly ap-
plied on the 3D skeletal data, so as to artificially modify camera viewpoint. Specifically, our
main goals are to assess the effects of both data augmentation and viewpoint alignment
in the human recognition task which was presented in Chapter 3.

4.3.1 Geometric Transformations on 3D skeletons

To begin with, let us consider a skeleton, comprising a set of 3D joints, as illustrated in
Fig. 4.4c. In this example, a camera is directly facing the skeleton. This is the ideal
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Figure 4.1: Camera setup of the PKU-MMD dataset. Three cameras are placed in front of
the subject, capturing her/him under three viewpoints, under angles ¢ = 0° +45° Cameras
#1, #2, #3 will be denoted as L, M, R, respectively.(This Figure is the same as Fig. 2.24,
and is herein used for convenience.)

case in HAR tasks. However, in practical applications, subjects do not necessary face the
camera during the execution of activities. As it has been previously discussed in Subsec-
tion 2.4.1, contemporary large scale datasets, such as the PKU-MMD [163], which we will
use throughout the experimental evaluation of this approach, adopt a multi-camera setup,
aiming to simultaneously capture the subject under different viewpoints. Specifically, in
the case of PKU-MMD a camera setup that is composed of three cameras is used. One
camera is placed directly at the front of the test subject, while the other two are placed at
its left and right, respectively, as it may be seen in Fig. 4.1.

To deal with viewpoint alignment, and given the aforementioned camera setup, an obvious
approach would be to apply an appropriate transformation on one camera, so that a pair
of cameras is aligned, i.e., they have the same viewpoint. Under the assumption that
all cameras are placed at the same distance to the test subject, i.e., at the perimeter of
an imaginary circle, each camera may be aligned to any other with a simple geometric
rotation transformation. Such a transformation by an angle 6, in the y-axis may described
by [272]:

cos 0 sinb
R,(0) = 0 1 0 . 4.1)
—sinf 0 cosb

Specifically, given a joint J;, rotation by an angle ¢, in the y-axis transforms it to J;, as
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follows:
J=R,(0)-J; , (4.2)
where
Ji= |y | and J. = |y (4.3)

4.3.2 Skeleton Alignment and Data Augmentation

Therefore, to align any two given skeletons captured from different cameras, simultane-
ously, we may rotate each 3D joint of one of them by an angle 6, about the y-axis, com-
plying to the Cartesian 3D coordinate system used by Kinect v2. Of course, the angle 6
of the rotation, depends on the initial camera position setup and on which two cameras
are used for training and testing. For example, to align a camera placed at the subject’s
left, at an angle 0; and a camera placed at the subject’s right, at an angle 6z, we should
apply R,(6r — 6.). Specifically, in the setup illustrated in Fig. 4.1, to align right camera
with middle camera, the transform needed is R, (6, — 0,/) = R, (45° — 0°) = R,(0°). We
will use this skeleton alignment approach, to assess whether the classification accuracy
of our approach in the cross-view case may be improved when skeletons are aligned prior
to classification. A visual overview of the proposed alignment approach is illustrated in
Fig. 4.2.

For data augmentation, our goal is to assist the training procedure of our network, by aug-
menting the data set used. To this, since for each skeleton sample we are now able to
produce 4 rotated instances, then, given a certain camera viewpoint, we aim to provide
more reliable recognition of actions by training with an augmented data set, which includes
all aligned images resulting from the aforementioned rotated instances. More details re-
garding the evaluation protocols we followed will be presented in subsection 4.4. A visual
overview of the proposed augmentation approach is illustrated in Fig. 4.3, while in Fig. 4.4
we illustrate a skeleton which is rotated by all angles used throughout our experiments.

4.3.3 CNN Architecture

For classification we have used the CNN architecture that has been firstly presented in
subsection 3.3.3 and is illustrated in Fig. 3.9. As it has been shown in Chapter 3, this
architecture was successfully applied to the problem of HAR using image representations
of skeletal sequences. Therefore, since we also base the herein presented approach to
the same representations, we also use the same network application of the evaluation of
the data augmentation approach. As in Chapter 3, the ReLU activation function has been
used, the batch size has been to 100, the Adam optimizer has been used, the dropout was
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Figure 4.2: A visual overview of the proposed data alignment methodology.
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Figure 4.3: A visual overview of the proposed data augmentation methodology.
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Figure 4.4: skeleton rotated by angle 6: a) # = 90°, b) § = 45°, ¢) § = 0° (raw skeleton), d)
0 = —45°, e) 8 = —90°. For illustrative purposes, depth information, i.e., z-coordinate has
been discarded.

set to 0.55, the learning rate was set to 0.001. The network was trained using the loss of
the validation set calculated via cross-entropy as an early stopping method.

4.4 Experimental Protocol and Results

Based on the experimental results that were presented in Chapter 3, in this Chapter we
opt to evaluate the herein proposed approaches using the DST transformations of activity
images, since this demonstrated overall best performance. Therefore we create activity
images simply by transforming the raw signal image by applying the DST transform. Con-
trary to Chapter 3 we include the extra step of rotation for aligning skeletal information
prior to applying a transform. Note that due to data augmentation we use up to 5 times
more data for training and testing.

As in Chapter 3, we also investigate whether the proposed approach may be used for am-
bient assistive living scenarios and more specifically for the recognition of ADLs. There-
fore, we performed experiments using the following 11 classes of PKU-MMD, as follows:
eat meal snack, falling, handshaking, hugging other person, make a phone call, answer
phone, playing with phone-tablet, reading, sitting down, standing up, typing on a key-
board and wear jacket. We then perform experiments with the whole dataset, i.e., with
all 51 classes. In all cases we worked only based on the skeletal data, discarding RGB,
depth and infrared information.

In this Chapter, the evaluation protocol we followed concerns the following cases:
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i. Cross-view experiments: at least two different camera viewpoints were used for
training and only one viewpoint for testing or 2 different viewpoints were used, one
for training and one for testing, e.g., L used for training, M or R used for testing.

ii. Cross-subject experiments: subjects were split in training and testing groups, i.e.,
each one was a member of exactly one of these groups.

We remind that the third case are single-view experiments, wherein both training and test-
ing sets derived from the same viewpoint e.g., L used for training and testing purposes.
However, obviously such a case is not applicable, since it does not involve skeleton align-
ment.

The main difference between the evaluation conducted in Chapter 3 and the herein pre-
sented one lies in the training and testing sets that have been used. Based on the camera
setting of the PKU-MMD data, and the coordinate system used by the Microsoft Kinect
v2 camera, we opted for signal image rotations as discussed in subsection 4.3.2. More
specifically, we performed rotations using 6§ € {4+45°,£90°}. This means that L signal
images rotated by +45° and +90°, align to M, R, respectively, M signal images —45° and
+45° align to L, R, respectively, while R signal images rotated by —45°, —90° align to M,
L, respectively. Obviously, the number of available images is multiplied by 5.

Our goal is to use this augmented data set, so as to accomplish an increase in perfor-
mance, when comparing to the results of Chapter 3, which are herein used as a baseline,
for comparison purposes. In other words, given a certain camera viewpoint, we aim to
provide more reliable recognition of actions upon training with an augmented data set,
which includes all aligned images resulting from the aforementioned rotations. However,
the following obvious question rises from the aforementioned statement: What if the given
camera setting is unknown, while we have no knowledge regarding which camera view-
point(s) has(have) been used for training and from which viewpoint originates a given
testing sequence? Bearing this question in mind, our decision was to expand our protocol
by applying all the aforementioned rotations to all the original signal images. More specifi-
cally, our experiments were organized as follows: we used the augmented set of samples
deriving from a single or multiple cameras for training. For testing, we performed separate
experiments using original samples and augmented ones for the remaining cameras.

Moreover, we further heuristically modified the proposed approach as follows: upon per-
forming all the aforementioned alignments, for each case a probability per each activity is
estimated. We then select as the predicted activity the one that demonstrates the max-
imum value, among all alignment cases. Therefore, in this case the output of the pro-
posed approach is the most “confident” decision of all classifiers.This modified evaluation
approach is illustrated in Fig. 4.5.

Furthermore, in Table 4.1 we present cross-view results of the herein proposed method-
ologies, compared to the approach of Chapter 3, which is herein considered as a baseline.
Also, in Table 4.2 we present cross-subject results. For each experiment, we calculated
the classification accuracy. Note that each experiment was performed 10 times, and in all
Tables we depict mean value of these accuracies.
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view alignment

-90° -45° 0° +45°  +90°

class 1 0.82 0.85 0.89 0.84 0.83
class 2 0.63 0.62 0.60 0.63 0.71
class 3 0.75 0.72 0.70 0.66 0.75
class 4 0.71 0.70 0.77 0.55 0.66
class 5 0.40 0.42 0.41 0.40 0.39
class 6 0.27 0.26 0.23 0.28 0.31
class 7 0.37 0.31 0.31 0.30 0.21
class 8 0.51 0.52 0.51 0.55 0.50
class 9 0.44 0.47 0.40 0.46 0.33
class 10 0.1 0.09 0.06 0.1 0.06

Figure 4.5: A visual overview of the heuristically modified methodology. In this artificial
example we consider an imaginary testing sample, 10 possible classes and the 5 align-
ments presented in subsection 4.4. All classification confidences are first estimated (i.e.,
for all 10 classes). Then, we consider as classification output the class with the maximum
confidence score, among all, i.e., in our example the imaginary testing sample is classified
as “class 1” with 0.89 confidence.

Table 4.1: Cross-view experimental results of the geometric data augmentation approach
presented in this Chapter. In all cases, results denote classification accuracy. By B, VA1
and VA2 we denote the baseline approach (i.e., the approach of Chapter 3), the data
augmentation and view alignment approach and its modification wherein the output of the
most confident classifier is considered, respectively. Differences (Diff.) are calculated
as % percentages. Note that in B the original samples have been used for training and
testing, while in VA1 and VA2 the augmented samples have been used for training and
testing.

Train Test Part B oo VAJ: 15 50" mean~ DIft- B, VA1 (%) VA2  DIff. VA1, VA2 (%)
., 11 072 082 086 093 093 086 088 222 091 34
51 039 056 061 072 076 066 066 ¥69.2 0.76 152
o _ 1 043 059 065 085 078 055 068 +59.1 0.81 +19.1
51 014 034 033 064 049 027 041 +192.9 057 ¥39.0
. _11 064 084 084 085 090 091 087 1356 0.92 5.8
57 036 059 058 060 072 073 064 778 0.74 +15.6
W _11_063 083 087 090 089 087 087 384 0.89 2.3
51 032 068 061 075 071 063 068 1125 0.76 118
~ L, _ 039 059 053 069 083 086 070 795 0.85 214
51 044 028 025 038 052 065 042 +200.0 055 ¥31.0
~ gy _11_063 093 082 088 093 087 089 +40.6 0.94 56
51 034 075 057 064 071 061 066 ¥94.1 0.72 9.1

Beginning with the results of Table 4.1, we should notice the following: in all cases, the
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Table 4.2: Cross-subject experimental results of the geometric data augmentation ap-
proach presented in this Chapter. In all cases, results denote classification accuracy. By
B and VA1 we denote the baseline approach (i.e., the approach of Chapter 3) and the data
augmentation and view alignment approach, respectively. Differences (Diff.) are calcu-
lated as % percentages. Note that in B the original samples have been used for training
and testing, while in VA1 the augmented samples have been used for training and testing.

Part B VA1 Diff. (%)
11 081 095 +17.28
51 063 0.76 +20.63

mean accuracy of VA1 experiments is significantly higher than the corresponding accu-
racy of the baseline experiment, for both 11 and 51 classes of the PKU-MMD dataset.
Notably, in the extreme cases of experiments using L and R cameras for training and
testing, or vice versa, performance has increased between 59.1% and 80.9%. However,
despite this increase of performance, in those cases the achieved accuracy still remains
lower, compared to the other cases of experiments, being equal to 0.68 and 0.41 when
using L for training and R for testing in cases of 11 and 51 classes, and equal to 0.70 and
0.42, respectively, when using R for training and L for testing. For comparison reasons,
the lowest accuracy among all other experiments was 0.65 when training with M and test-
ing with L for the 51 cases. Moreover, in every case of VA2 experiments, an increase
of performance was observed. Once again, in the extreme cases of experiments using L
and R cameras for training and testing, or vice versa, performance has increased between
19.1% and 31.0%.

Continuing with the cross-view experiments of Table 4.2, we may observe that perfor-
mance in case of 11 classes reached 0.95, upon an increase of 17.28%, while a slight
increase of 4.11% was also observed in case of 51 classes, reaching a value of 0.76.

Generally, experimental cross-view results indicate that: a) in every case, a significant
boost of performance is achieved, compared to the baseline approach of Chapter 3; b)
in most cases, best accuracy is achieved when the testing viewpoint is “aligned” with
the training one, e.g., when L is used for training, while M 5. for testing; and c) when
we use the most confident classifier decision to measure accuracy, we constantly ob-
serve an increase of accuracy compared to the mean accuracy of the view alignment
approach. Moreover, a significant boost of performance is also observed in cross-subject
case. Therefore, we may argue that experiments justify our expectations regarding both
data augmentation and viewpoint alignment.

4.5 Conclusions

In this Chapter we presented a novel approach which aims to recognize human actions
in video sequences based on a representation of skeletal 3D motion, using spectral im-
age transformations, while classification is performed by a CNN. Contrary to Chapter 3,
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herein the model was trained on images that resulted upon a) concatenation of raw 1D
signals corresponding to 3D motion of skeletal joints; and b) application of a transform
to the created image. A further pre-processing, i.e., a geometric rotation was imposed
and significantly improved the accuracy while providing robustness to our approach. This
approach was evaluated using a state-of-the-art, challenging human action dataset, for
cross-view and cross-subject cases, so as to assess its robustness and experimental re-
sults indicated that it may be successfully applied to real-like tasks, such as the ones en-
countered e.g., in assistive living environments. We also experimentally verified that the
proposed alignment step leads to an increase of accuracy. More specifically, we demon-
strated a boost of performance in the cross-view and single-view cases, achieving results
comparable to when the same camera viewpoint is used for training and testing.
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5. DOMAIN ADAPTATION FOR HAR

5.1 Introduction

Domain adaptation [15] refers to a broad class of techniques which fall into the research
area of transfer learning. In general, supervised learning techniques rely, fundamentally,
on the assumption that both train and test datasets are drawn from the same distribu-
tion. However, as it has already been mentioned in subsection 2.2.2, some distributional
change between train and test data breaks this assumption even if the underlying con-
ditional distribution of labels corresponding to features of the input space P(Y|X) is the
same for both sets. This is known as “domain”/“covariate” shift. As a result the model is
expected to under-perform on the test set [208]. Domain adaptation aims to develop tech-
niques for mitigating the domain/covariate shift problem. In the area of computer vision,
factors such as illumination, viewpoint changes and even different acquisition devices ren-
der the data collection process prone to domain/covariate shift and for this reason many
research efforts on domain adaptation have focused on this area, yielding a plethora of
techniques [223].

In Chapter 4 we presented and evaluated a view augmentation approach which was
applied to the problem of human activity recognition. However, although contemporary
recognition approaches typically aim to surpass the aforementioned problem of lack of
training data through augmentation [280] of the available ones, i.e., by constructing “syn-
thetic” data, in a way that the global distribution of the input features is better represented
e.g., by adding some kind of noise, translating/rotating the input data, cropping the scene
or by using some domain specific heuristic [48, 151], such hand-crafted data synthesiz-
ers are typically hard to implement, while in most cases they are problem-specific and/or
domain-dependent. One could argue that for any given application, a large corpus of data
can be collected ad hoc in order to perform supervised training. However, the collection
process is time-consuming and expensive, with the main bottleneck being the process
of data annotation. Typically, a realistic use case is to have very few labeled data in an
otherwise unlabeled dataset. Also, data augmentation is often criticized as being largely
problem dependent and for this reason techniques should be viewed on a per problem
basis.

Domain adaptation on the other hand leads to more general methods that can easily be
applied across different problems. In [324], kernel PCA is used to transfer knowledge be-
tween domains in a semi-supervised manner in the context of video action recognition, by
extracting key frames using a shot boundary detection algorithm. Many adversarial neural
network techniques have been utilized for domain adaptation including the works in [3,278]
where a fully unsupervised approach is followed to tackle problems in image classification
and natural language processing, and works like [28,29,31, 103, 326] where the standard
domain adaptation framework is extended to cover more challenging knowledge transfer
problems within these fields. These works highlight the flexibility of adversarial techniques
for knowledge transfer, since they demonstrate applications in various problems with little
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to no adjustments.

In this Chapter, we propose a different approach for addressing the aforementioned is-
sues, which is based on adversarial domain adaptation algorithms. More specifically, we
show that adapted representations can be retrieved automatically to perform inference
on a sparsely labeled dataset, using a model that has been trained on a related labeled
dataset. That is, the novelty of this Chapter is the introduction of a technique for tackling
in a semi-supervised setting, the problem of classifying actions from video obtained with
one form of measurement bias using a model trained on data where a different form of
measurement bias is present. As such, our technique can be utilized to generalize classi-
fiers to new forms of measurement bias. We perform experiments where we demonstrate
that generalization between different viewpoints can be achieved without data augmenta-
tion.To the best of our knowledge, the herein presented methodology is the first to consider
regularizing model training using a domain confusion term in the objective for producing
classifiers that are robust to altered measurement environments and subjects for action
recognition from video data. In addition, we apply our proposed approach to tackle dif-
ferent viewpoint scenarios. This is an application that is very important in e.g., assisted
living environments since ensuring similar viewpoints for different sites is impractical or
even impossible.

The rest of this Chapter is organized as follows: in Section 5.2 we present related work
in the broader area of domain adaptation. Then, in Section 5.3 we present the proposed
domain adaptation methodology. The experimental protocol we followed is presented
in Section 5.4, wherein experimental results are also presented and discussed. Finally,
conclusions are drawn in Section 5.5.

5.2 Related Work

5.2.1 Domain Adaptation

As it has been already discussed, domain adaptation is a sub-field of transfer learning
which aims to mitigate the domain/covariate shift problem when training a classifier. To
make this more precise, consider, as it is typical in domain adaptation literature [41], a
classification problem as a tuple (D, T), where D is called the domain and T the task.
The domain is in turn a tuple (X, P(X)), where X is the space in which the covariates
(i.e., the input feature representations) take values and P(X) is the distribution of the
covariates over X'. The task is another tuple (), P(Y|X)), where ) is the label space
and P(Y|X) is the conditional distribution of labels given values of the covariates. In
standard supervised learning we are typically interested in approximating P(Y'|X), i.e.
obtain a predictor (classifier) for 7. In domain adaptation, the setup usually consists of
two problems (Dy, T%), (D;, T}), respectively called the source and target problems, such
that T, = T; but D, # D,, i.e., sharing the same labels, while their features and their
distributions are both different. In this work we focus on homogeneous domain adaptation
where we further assume that X, = A&, but P(X;) # P(X,), i.e., input features are the
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same, while their distributions are different.

The domain adaptation problem is to utilize (D, T;) or a predictor for 7 so as to obtain
or improve a predictor for T;. This is particularly useful to consider in a learning scenario
where the (unlabeled or sparsely labeled) test set is available during training. In general
two general approaches are followed; the first involves importance sampling techniques,
while the second involves learning a representation for source and target data in which the
covariate-shift problem is resolved, i.e. where the distribution of source and target data
is the same [41]. Deep learning algorithms for obtaining such representations have been
widely explored yielding many successful methods [296], especially in the field of com-
puter vision [41]. In particular, adversarial neural networks have proven to be an effective
tool for mitigating the covariate-shift problem and have been successfully employed in
multiple works [3,217,278]. Such methods, are flexible and well suited for the domain
adaptation task because they allow for the automatic extraction of representations, where
the distributions of source and target data are the same, using simple iterative optimiza-
tion algorithms. In this work we focus on adversarial domain adaptation techniques for
our evaluation of domain adaptation in computer vision tasks.

Adversarial domain adaptation schemes were inspired by the distribution alignment ap-
proach presented in [77], within the context of generative adversarial networks. A general
abstract scheme that breaks down such methods is presented in [278]. Typically, two
representation extracting networks M, M, are defined, along with a domain discriminator
network D and a source classifier C' which discriminates source data instances based on
the representation extracted from A,. The source networks M, and C are either jointly
trained on source data before the adaptation procedure or trained along with the M, and
D during adaptation in an alternating manner. In practice, the former approach is more
susceptible to poor local minima e.g., mode collapse, while the second approach is very
unstable during training and difficult to converge. For a contrast of the two approaches
see e..qg, [278] and [3] respectively. Experimentally, we found the former approach to be
more practical, with better results in our task.

5.2.2 Transfer Learning for HAR

The notion of transfer learning [199], i.e., of storing knowledge which has been gained
upon the solution of a problem and then of its use in a different, yet related one, has great
potential in aiding the action recognition problem.

Xu et al. [313] proposed the use of autoencoders on high-level representations obtained
through semantic transfer. In particular, video data was represented by action bank fea-
tures [228]. Action banks for source and target datasets were then brought to lie in the
same space by applying PCA to a fixed number of components. A latent representation
was computed by training the autoencoders to reconstruct the class centroid over both
datasets for each instance in the source and target domain. Unlike our method, this train-
ing procedure requires labels for the target domain in order to be able to train the target
autoencoder. Moreover, Yusuf and Koniusz [269] proposed a CNN architecture on ker-
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nel based feature maps extracted from skeletal data and leverage a supervised domain
adaptation technique to increase the robustness of the learnt classifier. Note that again,
target labels are required and this method cannot be used for labeling an unlabeled or
sparsely labeled dataset. The particular supervised adaptation technique utilized is the
So-HoT algorithm [131] which attempts to align second order statistics across datasets.

Another interesting work attempts to transfer knowledge for the video action recognition
task from still images, which are typically more available. Zhang et al. [324] manipulated
features extracted through kernel PCA to effectively transfer knowledge between hetero-
geneous domains. The video data was analyzed into key frames using a shot boundary
detection algorithm. The method benefits from both labeled and unlabeled video data and
thus lies within the frame of semi-supervised learning as does our method. Finally, simi-
larly to our work, Hachiya et al. [85] tackled homogeneous adaptation for action recogni-
tion in the semi-supervised setting. However, rather than video, they used accelerometer
data and extracted a representation based on orientation invariant statistics. Moreover,
while we use a feature learning approach for adapting classifiers (adversarial discrimina-
tive adaptation), in the aforementioned work, importance sampling based adaptation was
utilized.

5.3 Methodology

In this Chapter our goal is to provide a domain adaptation approach [41] tailored to the
problem of HAR, in order to decrease the test error of a classifier when it is trained on
data acquired using a different viewpoint (i.e., sampled from a different distribution) than
the test set, i.e., in the cross-view evaluation setup (see subsection 2.4.2. Specifically, we
propose an adversarial-based approach, using neural networks [3,278,296]. We herein
remind that the main idea of these algorithms is similar to the one of Generative Adversarial
Networks [77]. Particularly, the goal is to learn two embeddings M,, M, for source and
target data, i.e., of the aforementioned different viewpoints, respectively, into some latent
space L, such that the distributions of target and source data in £ are the same. We
further require that the representation of data in £ is rich enough to support classification
of source instances. Note that typically no labelled data for the target domain is available
during training, while the source domain data is annotated.

To align distributions of target and source data, we use a domain discriminator network D
which is trained to discriminate the domains in the latent space for fixed M, and M,;. D
is kept fixed, while its gradients are used to update the parameters of M;. This process
is repeated until both networks reach their optimal performance, i.e., an equilibrium is
reached. At that point, it can be shown that the distributions of source and target latent
representations are aligned [77,278]. The proposed approach is inspired from Adversarial
Discriminative Domain Adaptation (ADDA) [278], which has been described in subsection
2.2.3. In particular, ADDA is adapted to a semi-supervised setting, i.e., we assume that a
small part of the target domain is labelled while the remaining labels are unknown. This
assumption holds with a lot of problems that need to be resolved in practice. Annotating a
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Figure 5.1: Visual illustration of the effects of domain adaptation. On top the adapted
model is equal to the trained model. Because source and target data have different distri-
butions, the resulting distributions in latent space are different and the domain discrimina-
tor can be trained to classify instances in latent space. After the adaptation procedure is
finished, the adapted model has been trained so that the distribution of its output, when its
input is distributed as the test data, is equal to the source data distribution in latent space.
The domain discriminator can no longer discriminate the domains.

large dataset is the main bottleneck in constructing training sets, however labeling a small
portion of it is often considered feasible. Therefore, the proposed approach aims to boost
the performance of a source data classifier given a large corpus of sparsely labeled data
from the target domain. In our case we consider that all activity samples from a given
viewpoint (source) and also a small portion of samples from another viewpoint (target)
are annotated and build on top of a source classifier C' obtained through any supervised
learning approach on the source data, which remains fixed with pre-computed parameters
(e.g., obtained through standard supervised learning on the source domain), while the
target representer M, is trained. The role of the labeled data of the target domain is to
provide supplementary information to the model during training.

In contrast to ADDA, the loss function herein used to train the target representer network
Ly, is given by

Loty = —Euporcy [0g(D(M ()] = AEs,yoxp 08(C(My(2))] (5.1)

where the second expectation is replaced with the empirical average over the labeled
subset of the target domain. Note that A in Eq. 5.1 is a trade-off parameter, whose value
is empirically selected; for A = 0 we get the typical ADDA loss, while for A — oo we
obtain a typical supervised optimization task. Since a very small portion of the target data
set is labeled, typical supervised learning would not be a robust approach to tackle the
classification problem.
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Therefore, the training procedure as adopted in the experimental section of this Chapter
takes the following form: Firstly, the source network C'is trained in a standard supervised
learning manner using the source training data. The weights of M, are then fixed. In
turn, we initialize the target representation network M, with the weights of M,. This is
a standard step in adversarial domain adaptation literature which helps avoid poor local
minima [278]. The domain discriminator is initialized randomly and must be chosen with
more parameters than the classifier network C' [20], given the principle that for effective
domain adaptation and a particular representation, it should be harder to discriminate
domains than discriminating classes. At each step during training, a batch of source and
target instances is sampled and the corresponding representations are computed using
M, and M,. The domain discriminator D is trained in a standard supervised manner to
discriminate between instances from source and target domain. Once D is updated, its
weights are fixed, and the target representation network ), is trained in a similar manner
but using the reversed gradients of D.

In Fig. 5.2 we illustrate an overview of the proposed approach, as applied to the task of
HAR, using a cross-view setup. In brief, given two camera viewpoints (i.e., L and R), raw
visual data are captured, while e.g., an actor performs a given action. From the RBG and
depth data captured, skeletal sequences are extracted. Upon concatenation and interpo-
lation of those sequences, as described in Chapter 3, a signal image is formed. Using the
Discrete Sine Transformation, an activity image is then formed. The collection of captured
action instances form two datasets, namely D, and D;. The former corresponds to the
source domain, while the latter to the target domain and is further split to a labelled (D)
and an unlabelled (D}') subset. D; is used for training the source model S, consisting of
the source representer M, and the classifier C. M, is the input of the viewpoint adaptation
procedure, which is a process combining domain confusion and supervised training. The
former utilizes D, and D* while the latter uses D!. The output of the viewpoint adaptation
is the target representer model M;. Now, when the target camera captures a raw data
sample, following the aforementioned process its activity image is adapted using M and
the action is recognized by C, fed with the adapted sample. Note that for classification we
used the same CNN architecture as in Chapters 3 and 4.

Note that this process can be shown to minimize the Jensen-Shannon divergence [39],
i.e., maximizing the similarity between the distribution of source and target instances in
latent space, i.e. the distributions of the outputs of M, and M,, if at each step the discrim-
inator D is trained to optimality. For this reason, it is a good practice to perform multiple
updates on the parameters of D for each update of parameters of M;. However care
must be taken since if D can perfectly discriminate between the two domains, there is no
gradient feedback to continue training [10]. For this reason one needs to carefully adjust
the number of iterations for D before each update of M,;. After convergence, the source
classifier network C' can be used to classify target images mapped into the latent space
by M,. This is because the covariate shift problem has been mitigated in the latent space,
and by assumption 7; = T; and hence P(Y|X), which C' approximates, is the same for
both domains.

Both source and target classifiers follow the exact architecture that has been used in
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Figure 5.2: A visual overview of the proposed domain adaptation approach.

Chapters 3 and 4. While the source classifier has been trained using the dataset and
the approach of 3, using Discrete Sine Transform to create the activity images used as
input, since it demonstrated best performance, as discussed in Chapter 4. For training
both networks, the ReLU activation function was used, the batch size was set to 100, the
Adam optimizer was used, the dropout was set to 0.55 and the learning rate was set to
0.001, using the loss of the validation set calculated via cross-entropy as an early stopping
method. Moreover, the discriminator used is a simple fully-connected NN, with 2 hidden
layers, which uses as input the extracted feature vector of an activity image, i.e., the output
of the last pooling layer of the trained classifier and its output denotes whether the input
belongs to the source or the target domain.

Concluding, the proposed approach may be utilized without access to any target data
labels. However, having such labeled target data can help improve the performance of
the target classifier as it may help guide the adaptation procedure and aid in avoiding
poor local minima. In particular, a method for incorporating target label knowledge into
standard adversarial domain adaptation schemes is explored in [217].

5.4 Experimental Protocol and Results

In this Section, firstly we present the evaluation protocol that we have followed for the
evaluation of the proposed domain adaptation approach, which we also compare with the
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data augmentation approach presented in Chapter 4. We then present and discuss the
corresponding results and we compare with baseline approaches.

More specifically, as in previous Chapters, we aim to assess whether and how the pro-
posed strategies may be used to assist human activity recognition. To this, we once again
experimented with the 11 classes of PKU-MMD that correspond to ADLs, as in Chapters 3
and 4. Note that since evaluation using all 51 classes would require hardware which was
not currently available at the moment of experimentation, we limited our evaluation only
to the aforementioned case. We remind that the selected 11 classes are: eat meal snack,
falling, handshaking, hugging other person, make a phone call answer phone, playing with
phone tablet, reading, sitting down, standing up, typing on a keyboard and wear jacket.

In this Chapter and contrary to Chapters 3 and 4, we limit our evaluation to cases where
different camera viewpoints are used for training and testing, e.g., samples from L cam-
era view are used for training while samples from R camera view are used for testing.
We herein remind that the goal of such experiments is to test the robustness of a given
approach in terms of typical geometric transformations (i.e., a rotation), which could be re-
garded as a simulation of a real-life case of abrupt viewpoint changes, typically occurring
when subjects are not limited to a relatively small area or are not required to face directly
a given camera.

The evaluation protocol we have used for the case of domain adaptation is as follows: one
of the camera views is selected as source data, while another as target data. At the follow-
ing, we shall use the typical notation X — Y, which denotes adaptation between source
X and target Y. For the sake of the presentation, the same notation shall be used also in
the augmentation case, denoting training set X and testing set Y. Therefore, we evaluate
our approach for all possible combinations, i.e., L - R, L - M,R — M,R — L, M — L
and M — R. Also, considering the semi-supervised setting that we have presented in
subsection 5.3, in this case it is required to use a small, labeled subset of the target data;
these examples serve as labeled target instances and are utilized during training both for
providing a supervision signal and for unsupervised adversarial training. Of course, this
subset is excluded when calculating validation accuracy both in this case and also in the
case of augmentation. In every combination, the percentage of the labeled target data
varies between 0%, 1%, 5% and 10%, while a source model (S) is trained in a standard
supervised way on the source domain. Experimental results of domain adaptation are
presented in Table 5.1.

The evaluation protocol we have used for the case of augmentation is the same as in
Chapter 4. We remind that it is as follows: we apply rotation transformations on signal
images, using 0 € {£45°, +90°} (See Eq. 4.1). We also remind that L signal images,
when rotations of —45° and —90° are applied, align to M, R, respectively. Similarly M signal
images when rotations of 45° and —45° are applied align to L, R, respectively, while R signal
images when rotations of 45°, 90° are applied align to M, L, respectively. Obviously, the
aforementioned process results to a multiplication of the number of available images by
a factor of 5. We may now use this augmented data set instead of the original one for
training, aiming to achieve a significant increase in the classification performance of our
model. In other words, our goal could be alternatively stated as follows: under a given
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Table 5.1: Experimental results. VA and DA denote view adaptation and domain adapta-
tion approaches, respectively. Figures represent average accuracy percentages over ten
runs. In each setup best accuracy achieved is indicated with bold. For each viewpoint
adaptation scenario, e.g. “Left to Middle” (indicated L — M) the four numbers (0, 1, 5 and
10) indicate the percentage of target data instances which are labelled. S is the source
model, built by a simple cross-view experiment. 7,4 and T,,, denote models whose initial
weights have been taken randomly and from S, respectively. Note that with no labeled
data in the target domain (i.e. 0) these models cannot be trained and hence these columns
are omitted.

Baselines DA
Tw Tr(md VA

5 0 1 55 10 0 1 5 10 0 1 5 10

L—M 085 - 085 08 092 - 061 073 0.77 093 0.84 0.86 0.89 0.92
L—-R 041 - 060 070 0.75 - 051 061 0.71 0.85 050 0.63 0.78 0.82
M—L 083 - 083 087 090 - 051 068 0.79 0.85 0.83 0.84 0.87 0.91
M—R 078 - 080 085 090 - 051 070 0.76 090 0.83 0.83 0.86 0.91
R—L 044 - 060 076 081 - 051 0.65 0.77 0.69 0.53 0.65 0.80 0.86
R—M 08 - 085 086 091 - 0.61 070 0.77 0.88 0.85 0.85 0.88 0.92
mean 069 - 0.76 082 087 - 054 068 0.76 0.85 0.73 0.78 0.85 0.89

camera viewpoint, provide more reliable recognition of human actions upon training with
an augmented data set; the latter comprises of all aligned images that resulted from the
aforementioned rotation transformations. Experimental results of data augmentation are
presented in Table 5.1.

We should herein note that to the best of our knowledge, the herein proposed approach
is the first that a) applies data augmentation in raw skeletal data; and b) applies an ad-
versarial domain adaptation strategy. Therefore, in order to compare the aforementioned
strategies, we used the following baselines: a) the standard (source) model S; b) a model
with random initial weights, i.e., T}.,.4; and c) a model with initial weights taken from S, i.e.,
T, This last approach represents a widely utilized class of transfer learning techniques
known as fine tuning methods [41]. Results of baseline approaches are also presented in
Table 5.1.

Regarding the results presented in Table 5.1, we should emphasize the following: view
adaptation was the best strategy when training with the L dataset. When tested with M, it
achieved an accuracy of 0.93, which was slightly better, compared to domain adaptation
using 10% labeled data samples which achieved an accuracy of 0.92. Moreover, when
tested with R, it achieved an accuracy of 0.85, while domain adaptation using 10% labeled
data samples achieved an accuracy of 0.82. In all other cases, domain adaptation with
10% labeled examples was the best option. The most notable example was the case
of training with R and testing with L camera, wherein domain adaptation achieved an
accuracy of 0.92, while view augmentation was limited to 0.69.

The results of this study have indicated that both of the herein applied techniques offer sub-
stantial improvement to the generalization capabilities of HAR classifiers in the cross-view
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scenario. In particular, comparing these methods with 7,,,,; model results, which corre-
sponds to “vanilla” supervised learning without any cross domain knowledge transfer and
when labelled data are scarce, we observe a significant performance boosts. Moreover,
the source domain S often outperforms the 7,,,, model (when the viewpoint change is
mild, e.g. L — M) highlighting the potential benefit of cross-domain data when training
viewpoint robust classifiers. The benefit of utilizing data augmentation and domain adap-
tation is made much more apparent in more extended viewpoint changes (e.g. L — R as
opposed to . — M), where simply using a source model trained on a viewpoint different
than the test set gives poor performance.

We further observe that data augmentation typically performs much better than domain
adaptation when no target labels are available. In particular, the accuracy of models
trained with data augmentation techniques are much less dependent on the underlying
cross-view adaptation than the corresponding domain adaptation results. Domain adap-
tation yields almost no improvement for easy viewpoint changes while it yields satisfying
improvement for harder viewpoint changes, albeit much less significant than the ones
achieved through augmentation. In the semi-supervised setting the domain adaptation
approach substantially benefits from the presence of a supervision signal which guides
the adaptation process. The performance of adapted models in this setting is much more
consistent between different cross-view adaptation instances and on average outperforms
the plain data augmentation approach.

Although in the semi-supervised setting domain adaptation provides the best accuracy out
of the examined methods, the associated hyper-parameter tuning may become an impor-
tant issue when deploying such methods for real-life applications, generating a substantial
computational overhead. In particular, we observed significant sensitivity to learning rates,
the trade-off parameter between the domain confusion and the supervision signal term in
the adversarial objective function and the number of updates on the domain discriminator
weights per update of the target representation network updates. On the other hand, pro-
ducing synthetic data to capture the effect of changing the viewpoint is relatively cheap
and may be preferred for many practical HAR tasks. Moreover, the percentage of labeled
data played a crucial role in domain adaptation results. In cases where target domain la-
belled data is less abundant, an augmentation approach for cross view activity recognition
is observed to be a more appropriate choice altogether.

Finally, in case of cross-subject, we found that source and target errors were similar with-
out any adaptation indicating that no covariate shift is present in the this setting. This indi-
cates that covariate shift due to different subjects has been effectively mitigated through
the use of skeletal data and interpolation.

5.5 Conclusions

In this Chapter we addressed the problem of lack of a sufficient amount of labeled data that
are necessary when training a model that would be used for human activity recognition. In
particular, in many real-life applications, the data collection and annotation process may
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be a very costly and/or slow process. To overcome this limitation, we proposed the use
of domain adaptation, aiming to mitigate the covariate shift problem given that training
and evaluation sets derive from the same distribution. Specifically, we experimented with
an adversarial domain adaptation approach, under the assumption that part of the testing
data were labeled and excluded from evaluation and performed comparisons with the
previously presented data augmentation methodology. Our approach was based on the
HAR methodology presented in Chapter 3. We used a 2D image representation of these
data, which relies on spectral images that have been obtained through the application of
DST on raw data. Note that domain adaptation (and also data augmentation) is agnostic
to the way this representation is formed. Since the experimental setup comprised three
cameras, i.e., three different viewpoints, our goal was to transfer knowledge from one
viewpoint to another. In other words, we have trained a model using samples captured
under a single viewpoint (source model). Evaluation used only samples from a different
viewpoint. Since the angle is significantly different, a drop of performance is expected,
making them impractical for real-life applications. However, the application of both transfer
approaches enabled a significant increase of performance in this cross-view scenario. We
evaluated the proposed approach using a popular action recognition dataset as a source,
focusing on a subset of 11 actions which we believe are the most close to real-life ADLs.

Our experiments showed that when target data are fully unlabelled, data augmentation
offers a significant increase over the source model. However, a small amount of labeled
data makes domain adaptation approach to exhibit clearly improved performance over-
all, making it practical for real-life applications. For example, consider an assistive living
scenario, where a single camera is used to monitor the behaviour of a human subject. Typ-
ically, in such scenarios the space where subjects act are not strictly limited. Therefore,
the viewpoint may significantly change. Now, consider an activity recognition model that
has been pre-trained in laboratory conditions. In case that the subject is able to partici-
pate in a data collection process, it should be more effective to adopt a domain adaptation
approach. Of course, if this is not possible, then data augmentation is able to offer an
adequate alternative, while it is able to be immediately applied.

We should herein note that the domain adaptation step introduces a significant overhead
in any classification methodology, since it is a time consuming task. However, it con-
sists an offline step, therefore, it may still be used in real-life applications, since it does
not have any effect in a given deep neural network architecture in terms of complexity.
Moreover, it requires careful hyper-parameter tuning. In particular, the design choices in-
cluding standard network topology, batch size, learning rates etc., require careful tuning
because training occurs as an interplay between multiple networks whose training capac-
ity affects the training of the other networks. In addition, one needs to tune the trade-off
parameter between the domain confusion term and the supervision signal term in the ob-
jective function. Large values of the parameter may lead to overfitting while lower values
may hinder training. Moreover, as mentioned above, it is important to tune the number of
training iterations of the domain discriminator network per training iteration of the target
representation network. Typically, grid search should be applied but we note that tuning
these parameters may introduce a substantial computational overhead.
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6. DATA FUSION APPROACHES FOR HAR

6.1 Introduction

In this Chapter we present a novel approach for HAR that fuses multiple modalities, in-
corporating RGB, depth and visual representations of 3D skeletal information. We build
on the works that have been presented in previous Chapters 3 and 4 and propose a late
fusion methodology that uses as input RGB and depth video sequences. The former are
“summarized” into a single “dynamic” image [17]. Both data representations are used to
create 3D skeletal sequences of the subjects. These are then used to create (a) 4 vi-
sual representations of skeletal data upon applying well-known image transforms to the
spectral space as in Chapter 3; and (b) a pseudo-colored image representation of skeletal
data [285]. For each of the aforementioned modalities, a convolutional neural network is
trained and is used as feature extractor. Additionally, we also investigate whether a set of
handcrafted features, initially proposed for the problem of arm gesture recognition [206],
which are herein applied to the whole skeleton.

We should note that earlier HAR approaches were based on the extraction of handcrafted
features from raw visual data. These features are algorithmically extracted, capture visual
properties of postures and/or motion and are used to train traditional machine learning ap-
proaches, such as neural networks or support vector machines [234]. However they have
been criticized since they exhibit significant drop of performance and lack of generalization
when applied to large-scale datasets. Moreover they are not robust to viewpoint changes.
Of course, as with every other field of application, they require specific knowledge of the
domain of application. Therefore, in many cases handcrafted features are considered to
be obsolete and are rarely used in research works, being almost completely replaced by
deep approaches.

Specifically, at the following we consider the cases of fusion of dynamic and pseudo-
colored images with (a) handcrafted features; and (b) activity images. In both cases, the
viewpoint augmentation scheme presented in Chapter 4 is applied prior to the creation
of both image transforms and pseudo-colored image representations of skeletal motion.
Moreover, extracted features are fused, scaled and used as input to an SVM classifier.
The proposed method is evaluated on three publicly available human motion datasets,
namely PKU-MMD dataset [163], SYSU 3D Human-Object Interaction (HOI) dataset [102]
and UTKinect-Action3D dataset [311]. The novelties of the herein proposed approaches
are as follows: (a) we extract deep features and propose an early fusion of differentimage
transforms that correspond to skeletal motion; (b) we apply the viewpoint augmentation
scheme (see Chapter 4) prior to create image transforms and pseudo-colored image rep-
resentations of skeletal motion; (c) we incorporate dynamic images to exploit the raw RGB
information of motion; (d) we propose fusion of skeletal motion and raw RGB features us-
ing only CNNs; and (e) we investigate whether handcrafted features are able to boost the
performance of deep approaches.

The rest of this Chapter is organized as follows: subsection 6.2 presents recent research
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works closely related to the proposed approach. Specifically, focus is given on handcrafted
features used for skeletal motion and multimodal fusion methods. Then, in subsection 6.3
we first describe the data modalities that are used within this work and then the whole
classification methodology. The experimental setup, evaluation and results are presented
in subsection 6.4. Finally conclusions are drawn in subsection 6.5.

6.2 Related Work

In this Section we present a brief overview of recent research works on HAR that (a)
are based on the extraction of handcrafted features; (b) utilize information from multiple
modalities; and (c) fuse handcrafted and deep features.

6.2.1 Hand-crafted Features

Handcrafted features are extracted from raw data using a predefined algorithm. Typical
approaches in the field of HAR exploit angles between joints and joint distances or proper-
ties of joint trajectories. A notable work has been proposed by Xia et al. [311] and is based
on 3D joint location histogram within a modified spherical coordinate system. Moreover,
the authors built posture vocabularies upon clustering of the histogram vectors. Similarly,
Keceli and Can [124] proposed histograms of angles and displacements between a set of
predefined joints in the 3D space. Gowayyed et al. [79] used a histogram of oriented
displacements, extracted under 3 viewpoints, so as to create 3D features. Yang and
Tian [316] combined activity information including static pose, properties of motion and
overall dynamics and combined these three representations so as to create a compact
description of frames. Finally, Pazhoumand-Dar et al. [209] first created relative skeleton
motion trajectories and then selected a subset of these features using the longest common
sub-sequence algorithm.

6.2.2 Multimodal Fusion Methods

Several research works dealing with the fusion of more than one data modalities have
been proposed during the last few years. A notable early work is the one of Simonyan
et al., [247] who trained a CNN for capturing spatial features from raw video frames and
another for capturing motion features from dense optical flow. A late fusion approach
was adopted, using an SVM. Another early work is the one of Chaaraoui et al., [33] who
combined body pose estimation and 2D shapes, to obtain skeletal and silhouette-based
features, which were then combined by early fusion.

The maijority of more recent works is based on the use of both RGB and depth data,
[33, 55, 132, 286]. Other modalities that have been used as input in multimodal fusion
approaches are thermal data [87], inertial measurements [55, 108], audio data [159] and
RFID data [159]. In those works, each data modality is independently processed, in order
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to extract features. In many cases, features are handcrafted [55], yet in the majority of
works deep features are extracted, aiming to capture spatial [247] and/or temporal [247]
properties of human motion. To this goal, most approaches rely only in CNN architec-
tures [33,132,167,247,286] that are trained as feature extractors and aim to extract fea-
tures from either from raw video frames or from intermediate 2D feature representations.
Although deep features have almost completely dominated the research area of HAR, it
has been shown that handcrafted features may capture complementary motion proper-
ties, thus, their fusion may boost performance [132]. In several cases, especially when
dealing with small datasets, pre-trained networks in the same or in a similar domain or
dataset [286] or transfer learning approaches [167] are used. More recent works may ad-
ditionally use LSTM networks so as to extract temporal features [87, 108, 159, 336], while
in few cases only LSTM networks are used [264].

Moreover, several approaches dealing with the fusion of several representations have
been proposed. Basly et al. [14] combined deep learning methods with traditional classi-
fier hand-crafted features extractors. For feature extraction, they used a pre-trained CNN
approach-based residual neural network (ResNet) model. The resulting feature vector
was then fed as an input to an SVM classifier. Simonyan et al. [247] trained two spa-
tial and temporal CNNs. The softmax scores for each model were combined with a late
fusion approach, i.e., by training a multi-class linear SVM. Ehatisham-Ul-Haq et al. [55]
proposed a multimodal feature-level fusion approach for robust human action recognition.
Their features include densely extracted histogram of oriented gradient (HOG) features
from RGB/depth videos and statistical signal attributes from wearable sensors data. K-
nearest neighbor and support vector machine classifiers were used for training and testing
the proposed fusion model for HAR. Chaaraoui et al. [33] combined body poses estima-
tion and 2D shape, in order to improve human action recognition. Using efficient feature
extraction techniques, skeletal and silhouette-based features low-dimensional, real-time
features were obtained. These two features were then combined by means of feature
fusion. Finally, Vernikos et al. [286] presented an approach for the recognition of human
activity that combined handcrafted features from 3D skeletal data and contextual features
learned by a trained deep CNN. They trained a CNN using a dataset for action recogni-
tion and used the output of the last fully-connected layer as a contextual feature extractor.
Then, an SVM was trained upon an early fusion step of both features.

Typically, fusion is implemented as concatenation of these feature vectors (i.e., early fu-
sion) and recognition involves a traditional machine learning classifier, such as a support
vector machine, [55, 132,247, 286], or a clustering approach such as k-means [33, 55].
Yet, late fusion, i.e., fusion of classifier decisions is also used [204,247]. However, the
majority of works rely on a single representation per data modality. Specifically, it has
not been investigated whether different representations of skeletal joint motion may carry
complementary information, thus their fusion could provide a performance boost on recog-
nition approaches. Moreover, raw RGB data are often ignored or used only for skeleton
extraction, yet, in this work we demonstrate that they may significantly assist recognition
in several cases.
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6.2.3 Fusion of handcrafted and deep features

A few approaches for fusion of handcrafted features with features learnt by a deep archi-
tecture have been recently proposed in the field of HAR. Typically, these approaches fuse
features from the last pooling layer of a CNN with the handcrafted ones by concatenating
them into a single vector and then use a traditional machine learning classifier, e.g., a sup-
port vector machine for classification. Khan et al. [127] proposed fusion of learnt features
of a pre-trained CNN model, namely the VGG19 architecture [246] and multiview hand-
crafted features that are based on horizontal/vertical gradients and directional features.
In another work, Khan et al. [128] extracted motion, geometric and shape features from
regions of interest and fused them with features of pre-trained AlexNet architecture [134].
Udeen and Lee [279] extracted deep spatial features of Inception-Resnet-v2 architec-
ture [266] and fused them with a novel feature descriptor that captures spatio-temporal
and shape features. Finally, Vernikos et al. [286] trained a CNN using a dataset for action
recognition and used it as feature extractor for a gesture recognition task, upon fusing its
learnt features with handcrafted inter-joint distance and joint angle features.

6.3 Methodology

6.3.1 Data Modalities
6.3.1.1 Pseudo-colored Image Representation of Skeletal Data

As it has already been discussed in Chapter 3, another approach to use the 3D skeletal
information as input to a CNN, is to create image representations of skeletal data. How-
ever, when creating such representations, one should consider capturing and preserving
spatio-temporal properties of skeleton trajectories, so that the resulting representations
could be able to discriminate among different activities. Moreover, they should also com-
ply to the graph structure skeleton representation. To this, we use the representation of
Vernikos et al. [285] which has been successfully applied to the problem of HAR.

Specifically, this representation aims to capture inter-joint distances as they vary through
the duration of the activity. These are then used to create pseudo-colors within an artificial
RGB image. Note that it is based on the 3D trajectories of skeletal joints. Let z(n), y(n)
and z(n) denote the sequences of coordinates of each of the IV available joints, at the n-th
frame F,, of the video sequence depicting the activity. Through the duration of any activity,
a set of 3 x N signals is collected for a given video sequence. To address the problem
of temporal variability between actions and between users, as it has been described in
subsection 3.3.1, a linear interpolation step in the exact same way as in the case of signal
images is imposed. Then, from each of the aforementioned sequences difference between
consecutive frames is calculated. To create pseudo-colored images, x, y, z coordinates
are assigned to R, G, B color channels of the pseudo-colored image, respectively.

Particularly, the process of creating a pseudo-colored image 1 is as follows: Let x;(n),i =
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Figure 6.1: Sequences of actors performing the activities handwaving (top) and kicking
something (bottom). Extracted human skeleton 3D joints using the Kinect SDK have been
overlaid. Frames have been taken from the PKU-MMD dataset [163] and have been
trimmed for illustration purposes.

Figure 6.2: The pseudo-colored images for the activities handwaving (top) and kicking
something (bottom) that are illustrated in Fig. 6.1.

1,..., N denote the z-position of the i-th joint in the n-th frame. Let r, g, b denote the
red, green and blue channel of I, respectively. Pixel values of r(i,n), g(i,n), b(i,n) are
calculated as:

r(i,n) = z;(n + 1) — z;(n)
g(i,n) =yi(n+1) — yi(n) (6.1)
b(i,n) = z(n+ 1) — z;(n)

wheren =1,....,T,andi = 1,...,N. As it is exhibited, the way these pseudo-colored
images are formed, leads to preserving both the temporal and the spatial properties of the
skeleton trajectories. Obviously, the dimension of the pseudo-colored image is N x T, x 3,
which in our case is 25 x 159 x 3. In Fig. 6.1 we illustrate two sequences of activities
performed by actors, while in Fig. 6.2 we illustrate the corresponding pseudo-colored
images.
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6.3.2 Dynamic Images for Activity Representation

A dynamic image is a typical RGB image, which by construction aims to summarize the
appearance and dynamics of a given video sequence. [17]. Specifically, the idea that lies
behind dynamic images [62] is known as “rank pooling” and aims to represent a video
sequence as a ranking function S(e) of its frames Fi,..., Fr,. By using S(e) a feature
vector i (F;) from each frame F; is extracted. Let

T PIRIEN (6.2)

denote the time average of the aforementioned features ranging from F; to F},. The rank-
ing function associates each moment n with a score S(n), given a parameter set d and
assigning larger scores to later frames. Scores are learned by solving a convex optimiza-
tion problem which defines a function p(e) mapping a given video sequence comprising T’
frames to a vector d*, used as feature descriptor. Using the RankSVM formulation [251],
d* may be estimated as follows:

d* = p(F,...,Fp;0) = argmdin E(d), (6.3)
where \ )
E(d) = 5||d\|2 + 1) > max{0,1 - S(gld) + S(t|d)} . (6.4)

g>t

Although (e) may be any feature extractor, Bilen et al. [17] opted for simply using raw
RGB pixel values and reported remarkable results. However, the most important aspects
of such an approach are a) d* may be interpreted as an RGB image as it has the exact
same number of elements; and b) this image is obtained by rank pooling, thus it may be
regarded as a summary of the whole video sequence. Note that the pixels in the produced
dynamic images tend to focus on salient information rather than the background; this is
considered the reason for them being appropriate for the problem of HAR, wherein typically
the background is static and a subject consists a non-static part within the video sequence.
This is clearly depicted in Fig. 6.3 where dynamic images that correspond to the activities
of Fig. 6.1 are illustrated. In this image itis clear that information regarding the background
has been “discarded,” while emphasis has been given to the subject and her moving arm.

6.3.3 Handcrafted Features

In this work we use a set of handcrafted features that have been proposed by Paraskevopou-
los et al. [206]. Although they have been initially designed for the problem of hand gesture
recognition, upon initial experimental evaluation we ended up that they are appropriate
for the problem of HAR. These features assume a set of joints organized in a hierarchi-
cal structure, wherein a parent—child relationship is implied. These joints move in a 3D
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Figure 6.3: The dynamic images for the activities handwaving (left) and kicking something
that are illustrated in Fig. 6.1.

space, over time. Therefore, they may be extracted by the aforementioned set of skeletal
sequences. At the following we briefly present these features.

Specifically, for a given joint J, let J. and J, be its child and parent joints, respectively. Let
F = {F}, i=1,2,... N denote the set of frames of a given video sequence depicting an
activity. Moreover, let v/ be a vector that corresponds to the 3D coordinates of .J within
F;. More specifically, v/ = (v}, v],, v/;) are the aforementioned z, y and =z coordinates.
Also, let V7 be the set of all vectors v/. By B(V7) we denote the 3D bounding box of
V7, by appsy and bpwy the lengths of its horizontal and vertical sides, respectively. We

summarize the extracted features in Table 6.1.

6.3.4 Fusion and Classification

The methodologies that are presented in this Chapter are based on the fusion of raw RGB
and 3D skeletal motion data sequences. The former are used to create dynamic images,
as described in subsection 6.3.2, which may be regarded as condensed representations
of activities, i.e., each represented by a single 2D image. The latter are used to create four
representations of the spectral content of the skeletal motion, which are based on well-
known image transforms and have been presented in Chapter 3 and also the pseudo-
colored representation of skeletal motion, presented in subsection 6.3.1.1. Moreover,
we also use the skeleton sequences to extract hand-crafted features, computed using
joints’ co-ordinates and by using the methodology described in section 6.3.3. As we have
already mentioned, from 2D image representations we extract deep features using CNNs,
therefore these features are learned. Specifically, CNNs are trained and then each image
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Table 6.1: Proposed features, extracted from the skeletal joints. For features marked with

. 2 2
*) respectlve angles a,, bpc, ¢pe are calculated as: a2, = (v —v)*)"+ (v —v))", bpe = v},

cgc = (v;c]p> + (vj — Uy ) Note that for the formulation of the triangle, a reference point

with coordinates (v i’;, 0,0) is used. By d we denote the Euclidean distance and F”/ is the

number of frames for each gesture, which is also used as a feature.

Feature name Frames involved Equation
J J
. V5 -V
Spatial angle Fy, F arccos —-——
vl - [Vl
J J
. Vi ViR
Spatial angle Fyn,Fy_1 arccos —
vl - HVNAH
. vl v/
Spatial angle Fy, Fy arccos N—lJ
vl - vyl
vl . v)
Total vector angle F,...,Fy Zarceos J‘ i1
el
v ovl o\
Squared total vector angle F,...,Fy Zarceos i JZH H il H
v vy,
Total vector displacement Fn, Fy v = v{||
Total displacement Fi,...,Fx Z v/ = vi4|]
Maximum displacement Fi,...,Fy _max_ (|[v/ = vy
Bounding box diagonal length Fi,...,Fx \/aQB(W) + bQB(VJ)
b
Bounding box angle Fi,....Fy arctan — 7).
CLB(VJ)
Initial angle F AvIOv]" or £viOvi
Final angle Fy AvI,Ov or LvOvi
Mean angle Fi,...,Fy LN «viovior LN 4viOvi
Max angle Fi,...,Fx maxY | £v/Ov?” or max¥, £v/Ov"

is then fed to an appropriately trained CNN. The second from the end dense layer of
each network is used as a feature vector. All types of features in each experiment are
concatenated into a single feature vector. For classification, they are normalized and then
upon a PCA step they are given as input to an SVM.

Specifically, we consider the following cases of fusion:
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Figure 6.5: A visual overview of the proposed approach of fusion between activity, pseu-
docolored and dynamic images.

» fusion of dynamic images, pseudocolored images and handcrafted features;

« fusion of dynamic images, pseudocolored images and activity images.

Visual overviews of both strategies are illustrated in Figs. 6.4 and 6.5.

The architecture of the CNN that has been used throughout our experiments with DFT,
FFT, DCT and DST images is the same that has been used throughout the experiments
of Chapters 3 — 5 and is illustrated in Fig. 5.1. In case of the pseudo-colored image
representations, the CNN architecture was based on the aforementioned one and has
been experimentally modified to better fit this representation. It is illustrated in detail in
Fig. 6.6a. It consists of a convolutional layer with 16 kernels of size 3 x 3, followed by
a pooling layer. Then, 2 convolutional layers with 32 kernels of size 3 x 3 and a pooling
layer follow, succeeded by a convolutional layer with 64 kernels of size 3 x 3 followed by a
pooling layer. Each pooling layer uses “max-pooling” to perform 2 x 2 subsampling. Then,
once again a flatten and two dense layers follow as in the aforementioned network.

Finally, in case of dynamic images, the CNN architecture that was adopted is based on
the well-known VGG16 [246] and is illustrated in detail in Fig. 6.6b. First, 2 convolutional
layers filter the input image with 64 kernels of size 3 x 3. A pooling layer follows. Then, 2
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convolutional layers filter the input image with 128 of size 3 x 3, followed by another pooling
layer. Then 3 convolutional layers filter the resulting image with 256 kernels of size 3 x 3 and
are again followed by a pooling layer. Then, 2 triplets convolutional layer follow, filtering
the resulting image with 512 kernels of size 3 x 3, each followed by a pooling layer. Then,
a flatten layer transforms the output image of size 7 x 7 of the fifth pooling into a vector,
with is then used as input to a dense layer of size 256 using dropout. Finally, a second
dense layer produces the output of the network. All pooling layers use “max-pooling” to
perform 2 x 2 subsampling.

Note that as previously mentioned, the second dense layer is omitted when the CNN is
used for feature extraction. Also, the first and the second convolutional networks are
trained using the available dataset, while the third convolutional network is pre-trained
with Imagenet [45]. The convolutional layers are “freezed” and training of the dense layers
using the dynamic images continues.

Therefore, upon using the aforementioned networks as feature extractors, a feature vector
per representation is formed. The early fusion step of this work consists of concatenation
of these 3 or 6 feature vectors in each case, accordingly. This way, combined repre-
sentations of sizes 476 or 896 are created, respectively. Upon scaling and PCA, only the
components that correspond to 95% of total variance are kept, resulting to reduced feature
vectors which are then fed to the SVM. Note that due the way PCA works, the size depends
on the dataset, therefore, as expected it varies, per experiment. Finally, for classification
an SVM with an RBF kernel has been used.

Moreover, in the second series of experiments, i.e., when activity, pseudocolored and
dynamic images are fused, the view augmentation methodology that has been presented
in Chapter 4 has been incorporated to the training process.

6.4 Experimental Protocol and Results

In order to experimentally evaluate the proposed multimodal HAR approaches, we used
PKU-MMD, as in previous Chapters, and also SYSU 3D Human-Obiject Interaction (HOI)
[102] and UTKinect-Action3D [311] datasets, which have been previously presented in
Subsection 2.4.1. We herein remind that both these datasets consist of 3D human mo-
tion. The former focuses on interactions between humans and objects, while the latter
consists of 10 simple activities. Contrary to PKU-MMD which has been recorded using
a multi-camera setup, comprising 3 Microsoft Kinect v2 cameras and capturing the sub-
ject simultaneously from 3 different angles, SYSU 3D HOI and UTKinect-Action 3D have
been recorded using a single Microsoft Kinect v1 camera, directly facing the subject. In all
datasets the following visual data modalities are provided: (a) raw RGB video sequences;
(b) depth sequences; (c) infrared radiation sequences; and (d) positions in the 3D space
of the extracted human skeleton joints, varying over time.

We have conducted experiments considering individually the following modalities: (a)
pseudocolored images (PC); (b) dynamic images (Dl); (c) handcrafted features (HF); (d)
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Figure 6.6: The deep convolutional network architectures that have been used in this work
and for the cases of (a) pseudo-colored images; and (b) dynamic images.

discrete Fourier transform (DFT); (f) fast Fourier transform (FFT); (g) discrete cosine trans-
form (DCT); and (h) discrete sine transform (DST). We also tested the following combi-
nations using the late fusion strategy that has been presented in Subsection 6.3.4: (a)
pseudocolored and dynamic images; (b) pseudocolored images and handcrafted features;
(c) dynamic images and handcrafted features; (d) pseudocolored, dynamic images and
handcrafted features; (e) all spectral transformations (TF), (f) all spectral transformations
with pseudocolored images; and (g) all spectral transformations with dynamic and pseu-
docolored images.

In case of PKU-MMD, experiments are divided into three parts: a) Single-view; b) Cross-
view; and c) Cross-subject experiments, as in Chapters 3 — 5. In case of Single-View and
Cross-Subject experiments 87.5% of data have been used for training, while the remaining
12.5% for testing. In the former case, the dataset was randomly split , while in the latter
case, the split that has been imposed by the authors of the dataset has been used. More-
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over, in case of Cross-Subject experiments, in all cases all available data from a given
viewpoint were used. Moreover, in case of SYSU 3D HOI, the authors define a typical
protocol (setting 1), wherein 50% of samples are used for training and 50% for testing and
a cross-subject protocol (setting 2), wherein 50% of subjects are used for training and 50%
for testing, without any overlap. Finally, the evaluation protocol of UTKinect-Action3D
dataset is much simpler, wherein a leave one sequence out cross validation is indicated
by its authors.

6.4.1 Experimental Setup and Implementation Details

Experiments were performed on a personal workstation with an AMD Ryzen™5 1600 6-
core processor on 3.20 GHz and 16GB RAM, using NVIDIA™Geforce GTX 1060 GPU
with 6 GB GDDR5 VRAM and Ubuntu 20.04 (64 bit). The deep architecture has been
implemented in Python, using Keras 2.4.3 [38] with the Tensorflow 2.5 [1] backend. All
data pre-processing and processing steps have been implemented in Python 3.9 using
NumPy," SciPy? and OpenCV.? For training the CNN, the RelLU activation function has
been used. Moreover, the batch size has been to 8 and the Adam/SGD optimizers(Adam
in skeleton models,SGD in Dynamic model) has been used. Also, the dropout was set to
0.5, the learning rate was set to 0.001 and the network was trained for 150 epochs, using
the loss of the validation set calculated via cross-entropy as an early stopping method, in
order to avert overfitting. The parameters of the SVM were C' = 100 and v = 0.001 and
have been selected upon grid search.

The four CNNs that are used to extract features from the DFT, FFT, DCT and DCT images
comprise 2,164, 339 trainable parameters; training in case of the most demanding PKU-
MMD dataset requires on average approx. 35 min., while extraction of features requires
approx. 0.002 sec. The CNN that is used to extract features from the pseudo-colored
images comprises 170,611 trainable parameters; training in case of the most demanding
PKU-MMD dataset requires on average approx. 25 min., while extraction of features re-
quires approx. 0.001 sec. The VGG16 network that is used to extract features from the
dynamic images comprises 21, 150, 579 trainable parameters; training in case of the most
demanding PKU-MMD dataset requires on average approx. 50 min., while extraction of
features requires approx. 0.004 sec. Finally, the SVM that is used for classification re-
quires approx. 420 sec for training and approx. 0.008 sec for classification of a given fused
feature vector. Note that the aforementioned times may vary in every repetition of the
experiment due to the early stopping.

"https://numpy.org/
*https://scipy.org/
Shttps://opencv.org/
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Table 6.2: Experimental results of the fusion approach presented in this Chapter. Numbers
denote accuracy. Bold numbers indicate best result, per case. Also “PC,” denote pseu-
docolored images (subsection 6.3.1.1), “DI” denote dynamic images (subsection 6.3.2),
“‘HF” denote handcrafted features (subsection 6.3.3). Moreover, “DFT,” “FFT,” “DCT” and
“‘DCT” denote the Discrete Fourier Transform, the Fast Fourier Transform, the Discrete
Cosine Transform and the Discrete Sine Transform, respectively (Chapter 3), while “TF”
denotes their fusion. “L,” “R” and “M” denote Left, Right and Middle cameras, while “CV,”
“CS” and “SV” denote cross-view, cross-subject and single-view cases.

Exp. . ieWpoint  her cor peT DST PC DI HF  PC+DI PC+HF DIHF PSP 1p  rpepc TFHPCH
Train Test HF DI
LR M 044 044 055 052 081 059 062 081 083 071 085 092 008 098
LM R 033 034 033 034 072 050 054 071 075 061 075 086 095 094
RM L 032 033 032 034 074 051 056 074 077 061 077 086 095 094
M L 033 034 033 036 063 047 054 064 070 057 071 085 094 092
cV M R 032 031 036 032 062 050 052 062 070 055 068 085 093 092
R L 020 019 013 0.14 055 028 048 050 064 042 057 078 090 087
R M 032 034 036 034 065 039 055 061 073 053 069 087 095  0.94
L R 022 022 013 014 054 030 047 052 061 045 059 074 089  0.86
L M 033 030 035 039 067 047 057 068 072 060 074 086 095 093
€S LRM LRM 050 052 064 063 074 080 058 081 076 074 082 085 092 0.6
L L 046 052 060 065 061 078 055 082 067 078 081 083 091 095
sV R R 055 051 069 067 055 0.80 055 079 068 078 081 082 092 097
M M 046 049 066 065 065 086 058 083 070 082 085 085 093  0.97

6.4.2 Experimental Results

Experimental results of all cases using the PKU-MMD dataset are depicted in Table 6.2.
As it may be observed, in almost every case, fusion of more than one modalities outper-
forms corresponding single modalities. Notably, HF are able to boost the performance
of PC and DI, upon fusion of each with them. However, the fusion of HF, PC and DI, in
several cases did not provide a clear performance boost in all cases, while in several CV
setups it showed decreased accuracy compared to fusion of HF with PC. Throughout our
experiments, we also noticed that when the HF were fused with TF, it did not lead to an
increment of accuracy, while fusion of all available features, performance was significantly
lower, therefore, we did not include such cases in Table 6.2.

Continuing with the experimental results , it is evident that in cross-view setup, best accu-
racy is achieved when using all image transformations, fused with the PC. On the other
hand, in cross-subject and single view setups, all available representations apart from
HF are necessary in order to achieve best accuracy. Notably, and contrary to previous
approaches that used only a single representation of skeletal data such as the view aug-
mentation approach presented in Chapter 4, or the work of Vernikos et al. [285], it is herein
demonstrated that even when the viewpoint used for training differs significantly from the
one used for testing, the proposed fusion approach is able to demonstrate comparable
performance to all other cases. In those cases, i.e., R-L and L-R, achieved accuracies
were 0.90 and 0.89, respectively, which were slightly lower than other cases, indicating the
lack of performance gap as in previous Chapters. In less challenging cross-view cases,
performance ranged between 0.93—0.98 As expected from previous Chapters, high accu-
racy values are achieved both in single view (i.e., 0.95—0.97) and cross-view (i.e., 0.96)
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cases.

Moreover, it should be clear that fusion of several representations is able to significantly
boost the performance. For example, in cross-subject case the achieved accuracy using
a single representation ranged between 0.58—0.80, while fusion allowed for an increase of
approx. 20%. Also, note that while DI exhibit poor performance in cross-view cases, thus
are unable to boost performance when fused with other modalities, they exhibit strong per-
formance in single-view and cross-subject cases, which is the best per means of a single
representations. Unsurprisingly, in those cases they are able to provide a strong perfor-
mance boost. This was expected due to the fact that the data augmentation approach
has been used only in cases of image transformations and pseudo-colored images. Fur-
thermore, another reason for this, is the loss of visual information in case of viewpoint
changes; in the PKU-MMD dataset skeletons always comprise 25 joints. It should also be
emphasized that as demonstrated in Table 6.2, the fusion of all transforms (except from
HF, as previously discussed) leads to improved accuracy compared to the cases of using
a single one, meaning that the information extracted is complementary.

For the sake of comparison using the PKU-MMD dataset five state-of-the-art works, which
to the best of our knowledge exhibit highest performances in the PKU-MMD dataset have
been used. More specifically, the experimental results of this work in case of fusion of
image transforms (TF) with pseudocolored images (PC) and dynamic images (Dl) are
compared to the ones of Li et al. [151], Li et al. [154], Li et al. [156] and also to the more
recent works of Guo et al. [84] and Sun et al. [262].

Comparative results are depicted in Table 6.3. Note that in this comparison we used
MAP@50 instead of accuracy. The authors of PKU-MMD propose the use of the following
two tasks: (a) cross-subject, which is the same task as the one that we have already
demonstrated; and (b) cross-view, wherein the case that is considered is the one that L
and R viewpoints are used for training, while M is used for testing purposes. As it may
be seen in Table 6.3, the proposed approach demonstrated improved performance in the
cross-view case, while it shows inferior performance, yet comparable, to the results of Li
et al. [156] which reported best results in the cross-subject case.

In case of the SYSU 3D HOI dataset, we compared our work using the same setup as
in PKU-MMD with five state-of-the-art works which exhibit strong performance in both
settings, namely to the ones of Zhang et al. [328], Zhang et al., [325] Zhang et al., [327] Ke
etal.,[123] and Hu et al. [102]. Comparative results are depicted in Table 6.4, where it may
be seen that the proposed approach demonstrated best performance in both settings of
the dataset. Moreover, in case of the UTKinect-Action3D dataset, we compared our work
also using the same setup as with PKU-MMD and SYSU 3D HOI, with seven state-of-the-
art works which exhibit strong performance, namely to the ones of Paoletti et al., [201]
Koniusz et al., [130] Gao et al., [68] Tang et al. [268], Kao et al. [119], Avola et al. [11] and
Zhang et al. [330]. Comparative results are depicted in Table 6.5, where it may be seen
that the proposed approach demonstrated best performance.
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Table 6.3: Comparison of the proposed approach to state-of-the-art research works using
PKU-MMD dataset. Numbers indicate mAP (%). Note that Average Precision (AP) is
calculated as the area under the precision-recall curve, while Mean Average Precision
(mAP) extends the concept of AP by calculating the average AP values across multiple
object classes. Bold indicate best results per task. CV, CS denote cross-view and cross-
subject cases, respectively.

Experiment Methodology
Proposed [156] [154] [151] [84] [262]
cv 95.1 944 942 937 - 94.6
CS 92.1 929 926 904 878 0932

Table 6.4: Comparison of the proposed approach to state-of-the-art research works using
SYSU 3D HOI dataset. Numbers indicate accuracy (%). Bold indicate best results per
task.

Experiment Methodology
P Proposed [328] [325] [327] [123] [102]
Setting 1 87.3 86.9 851 857 - 79.6

Setting 2 88.7 86.5 84.8 857 833 849

Table 6.5: Comparison of the proposed approach to state-of-the-art research works using
UT-Kinect Action3D dataset. Numbers indicate accuracy (%).

Methodology
Proposed [201] [130] [68] [268] [119] [11] [330]
99.6 995 992 985 0985 096.0 957 956

6.5 Conclusions

In this Chapter, a multimodal fusion approach which targeted the problem of human activity
recognition from video data was presented. Specifically, it was based on moving RGB and
skeletal data, both captured by a depth camera. These modalities were used to create (a)
4 2D image representations, which were based on popular spectral transformations, i.e.,
the Discrete Fourier Transform, the Fast Fourier Transform, the Discrete Cosine Transform
and the Discrete Sine Transform; (b) a pseudo-colored image which is formed in order to
capture inter-joint differences over time; and (c) a dynamic image which is used to provide
a single-frame visual “summary” of a video sequence. Moreover, a set of handcrafted
features was also extracted from moving skeletal data. Experiments have been mainly
performed using a dataset of human motion activities, which was recorded with a multi-
camera setup and conducted a three-fold evaluation, i.e., a single view case where the
same viewpoint was used for training/testing, a cross-view case where different viewpoints
were used for training/testing and cross-subject case, where different subjects were used
for training/testing.

Additional experiments were performed using two smaller-scale single camera datasets.
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A CNN was trained for each case, which then was used for feature extraction. Thus,
in order to classify a given activity sequence, all the aforementioned 2D images were
first extracted and then the 6 convolutional neural networks were used so as to extract
features. The latter were fused in several scenarios and fed into a support vector machine
for classification. The experimental evaluation indicated that the proposed approach may
be successfully used for HAR in all the aforementioned cases. Moreover, it has been
shown that the fusion of several representations is able to boost performance in the cross-
subject and single-view cases, however in case of cross-view the dynamic images are not
necessary, since they cause a small, yet significant drop of performance, while in several
cases handcrafted features are able to complement deep features. Also, upon comparison
of our approach with state of the art approaches, superior performance in the cross-view
case and comparable performance in the cross-subject case have been demonstrated.
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7. DATA AUGMENTATION USING OCCLUSION FOR HAR

7.1 Introduction

As it well-known, one of the main challenges in several recognition tasks which are ap-
proached by using a deep learning architecture, is the size of the training data set [23].
Specifically, using small datasets for training deep learning models can lead to overfit-
ting, i.e., models learn noise and fail to generalize to new data. Limited diversity in these
datasets may not capture real-world variability, resulting in poor model performance and
increased output variance. Furthermore, small datasets often provide insufficient infor-
mation for deep learning models and robust model evaluation, leading to oversimplified
models that do not accurately represent complex behaviors. To mitigate these issues,
several approaches may applied, such as data augmentation and transfer learning, or
even the choice of much simpler models.

In this Chapter we propose a data augmentation technique that is based on the creation
of artificial occluded samples of activities. Specifically, contrary to Chapter 4, where we
augmented the training data set by incorporating artificially rotated skeletons within the
training process, in this Chapter we artificially remove body parts from the skeletons, so
as to simulate the effect of occlusion. This way the network is trained with a significantly
enhanced data set both in terms of size and diversity.

In the context of human activity recognition, occlusion refers to the partial or complete
blockage of a person, which can prevent the activity from being fully visible and accurately
recognized by a trained recognition model [71]. Possible causes for this effect include
other objects such as furniture, or people being present in the scene, positioned between
the camera and the subject, which is commonly referred to as “external occlusion,” or
even by the subject’s own body parts, e.g., one arm obscuring the other during an action,
which is referred to as “self-occlusion.” As expected, this disrupts the continuity of motion
and obscures vital visual cues, which are necessary for accurate classification of actions.
This becomes notably challenging in real-world scenarios where occlusion occurs [71,
287]. The impact of occlusion varies based on its extent, duration, and the importance of
the occluded body parts in the action being performed [287]. For example, in an activity
like “kicking something,” the movement of legs is crucial and their occlusion can lead to
significant errors in recognition. In contrast, the same activity could still be recognizable
even with occlusion of both arms.

As the field of human activity recognition continues to evolve, addressing occlusion ef-
fectively remains a key area of research. The development of more sophisticated mod-
els that can handle various types of occlusions not only improves the accuracy of action
recognition systems but also expands their applicability in real-world environments where
occlusions are a common occurrence. However, in this work we attempt to exploit the
effect of occlusion as a means for training more robust recognition models. Note that con-
trary to typical research works, the novelty of the methodology that will be presented in
this Chapter is the use of artificially occluded samples to augment the training data set, but
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with the goal of improving the performance in the recognition of non-occluded samples.

The rest of this Chapter is organized as follows: in Section 7.2 we present related work
regarding occlusion and data augmentation, in the context of HAR. Then, in Section 7.3
we present the proposed methodology for data augmentation using artificially created oc-
cluded samples. The proposed approach is evaluated and the corresponding results are
discussed in Section 7.4 and finally, conclusions are drawn in Section 7.5.

7.2 Related Work

7.2.1 Occlusion in HAR

As it has already been mentioned, recent related work on occlusion focuses on tackling the
problem of recognition of activities when one/more body parts are not fully visible. A study
on the effect of occlusion on HAR has been presented by Giannakos et al. [71] who artifi-
cially created occluded skeletons, by removing structured body parts, i.e., corresponding
to arms and legs, prior classification. At the following we present research works that deal
with occlusion in the context of HAR, mainly focusing on the way body/skeleton parts are
occluded.

Typical research works are based on extracted skeletons. Since to the best of our knowl-
edge there do not exist any publicly available datasets which contain occluded samples,
the majority of works create artificially occluded data samples. A popular approach is the
removal of structured body parts, as proposed in [71]. Angelini et al. [7] considered the
cases of persistent and short-time occlusions, i.e., when occlusion takes place within the
whole or a part of the action. In the first case they proposed the use of action prototypes
as a means of filling missing information. In the second case they used interpolation.
They simulated occlusion by removing structured sets of skeleton joints, corresponding
to body parts. Ghafoor et al. [70] experimented with missing both random and structured
sets joints by using a temporal dilated CNN, utilizing temporal data to estimate missing
joints and accordingly increase overall system robustness. Vernikos et al. [287] proposed
a CNN-based method trained on 2D representations of 3D skeletal motion, including arti-
ficially occluded data samples and showed that this way performance in recognizing ac-
tivities under occlusive conditions of structured body parts, may be significantly improved.
Finally, Yang et al. [315] considered the body skeleton as a graph and simulated occlu-
sion by removing sub-graphs. They also introduced a novel pose encoder incorporating
a sub-graph data augmentation mechanism during training, which simulates occlusions,
into a video pose encoder based on Graph Convolutional Networks (GCNSs).

Other approaches are using still images/videos with occluded body parts, prior to the ex-
traction of skeleton joints. Bian et al. [19] considered a multi-camera setup. In some
cases, parts of the skeleton were not visible from some of the cameras. They introduced
a novel multi-view spatial-temporal graph contrastive learning method, to develop view-
invariant representations, robust to occlusions. Li et al. [162] extracted skeletons from
images where body parts were occluded and proposed a recognition method that trans-
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forms the occlusion problem into a process of imputing missing values in a feature matrix.
Similarly, Gu et al. [83] simulated occlusions both by creating artificial occlusion masks
and also by using incomplete skeletons. They then used temporal gated convolutions
to recover missing body information. Moreover, Cheltha et al. [35] used images depict-
ing partially occluded human subjects and then extracted incomplete skeletons. They
addressed occlusions by incorporating multiple hypothesis tracking and recurrent neural
networks, while losifidis et al. [109] adopted a multi-camera setup, wherein cameras were
surrounding the subject, assuming that occlusion does not have an effect on all of them.
Finally, Li et al. [157] worked on depth images by employing an action graph to model the
dynamics of actions and utilized a bag-of-3D points to describe postures. They simulated
occlusions by ignoring specific body areas.

7.2.2 Data Augmentation for HAR

Moreover, during the last few years, a plethora of research works focusing on data aug-
mentation for HAR have emerged. At the following we present research works that deal
with data augmentation on extracted skeletons. We begin with works applied in the spatial
dimension of skeletal data. The work of Chen et al. [37], proposed a simple augmentation
strategy consisting of simple transformations such as scalings, translations, rotations, and
addition of random noise. Similarly, Park et al. [207] and Wang et al [300] also applied
rotations as a means to artificially create different viewpoints of the skeleton. Moreover,
Rao et al. also used rotations, shears, reverses (i.e., “flips”), gaussian noise, gaussian blur
and also masks applied either to sets of joints or to joint coordinates, while Li et al. [151]
used 3d rotations and Gaussian noise.

Additionally, several research efforts work in the temporal dimension of skeletons. Xin et
al. [312] proposed temporal data augmentation techniques such as time reversing, inter-
polation, shifting, and warping. Li et al. [151] used video crops to trim actions. Chen et
al. [37] used interpolation to simulate different durations of the same activity, as if they were
performed by different actors, while Huynh-The et al. [104] proposed random elimination
and addition of frames, so as to create artificial activity samples of different durations.

Notably, during the last few years, several works that are based on generative architec-
tures such as generative adversarial networks have been presented. Such networks are
able to create artificial skeleton samples/sequences, which can be used for augmentation
of the training data set. Tu et al. [277] and Meng et al. [183] proposed an LSTM network,
able to generate skeleton sequences which have similar features to the original ones.
Shen et al. [239] proposed the Imaginative GAN, which is able to approximate the under-
lying distribution of the input skeletal data and then it samples new skeletons from this
distribution. Wang et al. [306] proposed a method that is based on contrastive learning
and uses both coordinates and velocities of skeletons, being able to provide augmented
skeleton sequences.

The proposed approach, presented at the following has been partially inspired by the
works of Vernikos et al. [288] and Angelini et al. [7] who included occluded samples in the
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training process to improve classification performance of occluded samples. We remind
that contrary to those approaches, our goal is to use data augmentation using occluded
samples so as to improve classification performance of non-occluded samples.

7.3 Methodology

Similarly to previous Chapters, the herein proposed augmentation training strategy uses
as input 3D trajectories of human skeletons, which are ultimately represented by activity
images that have been created using the discrete sine transform (DST) (see subsection
3.3.2). Contrary to previous approaches we also include occluded samples in the training
process, i.e., samples where structured set of joints corresponding to body parts have
been removed.

7.3.1 Occlusion of Skeletal Data

In real-life scenarios, occlusion is one of the factors that hinder optimal performance of
HAR approaches. Thus, as described in subsection 7.2.1, several research efforts include
occluded samples in the training process, so as to provide robustness in recognition. To
understand the notion of occlusion, let us consider an assistive living scenario, wherein
one or more cameras placed in the subject’s environment are used to capture its appear-
ance and motion, so as to recognize her/his behaviour. Of course, in such a scenario,
the living space of the subject may typically contain furniture or other objects. In several
cases, actions may take place behind them, thus partial or even full occlusion may occur.
During the former, some of the subject’s body parts are partly or fully occluded. Occlu-
sion may also occur when other people are present in the room. In all cases, occlusion
is responsible for loss of visual information, which even in the case of simple actions may
be crucial for recognition; e.g., considering the activity “handshaking,” occlusion of arms
would render a trained model unable to recognize it.

As we have already mentioned, amongst the goals of this Thesis is to assess whether
the inclusion of occluded samples in the training process, i.e., the augmentation of the
training data with artificially created occluded samples set is able to improve classification
performance. However, publicly available, datasets such as the ones we use for the eval-
uation of this work, have been created in ideal conditions, i.e., the subject is captured in a
well-illuminated, empty space to ensure visibility of the full body. This results to absence
of occlusion samples.

Therefore, for the experimental evaluation of our work, we need to simulate the effect
of occlusion. Given the paradigms of the works of [71, 83, 288], we chose to remove
distinct body parts of the skeleton, i.e., structured sets of the skeleton joints. Specifically,
in case of PKU-MMD dataset which has been captured using Kinect v2, and skeletons
comprise 25 joints, we remove arms (each comprising a shoulder, an elbow, a wrist, a
hand, a thumb and a handtip) and legs (each comprising a hip, a knee, an ankle and a
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foot); the rest of the joints (i.e., head, spine shoulder, spine mid and spine base) form
the torso, which we consider as non-occluded in all cases, as we experimentally verified
through a series of initial experiments and given that Giannakos et al. [71] and Vernikos et
al. [288] reached the same conclusion. SYSU-3D-HOI and UTKinect-Action3D, skeletons
comprise 20 joints, differentiating in the arms (each comprising a shoulder, an elbow, a
wrist and a hand) and the torso (comprising head, neck, spine shoulder, spine mid and
spine base). In both cases and despite the aforementioned minor differences, we form 5
body parts, as illustrated in Fig. 2.17.

Moreover, also as in [71,288], we assume that occlusion affects the whole duration of the
activity. Also, intuitively, we consider the cases of occlusion of a) an arm; b) a leg; c) both
arms; d) both legs; and e) an arm and a leg of the same side, i.e., a total of 8 cases. We
assume that in a case where two parts are occluded, they should probably belong to the
same side. We consider two cases of augmentation: augmenting training dataset using
training samples wherein a) one or both arms have been occluded (resulting to 6 x original
size); and b) all 8 aforementioned occlusion cases are considered (resulting to 9x original
size).

A visual overview of the proposed augmentation approach is illustrated in Fig. 7.1, while
in Fig. 7.3 we illustrate an example of a full skeleton and all 8 cases of artificial occlusion.
Moreover, in Fig. 7.2 we illustrate an example of an activity with the full skeleton and with
occlusion of both arms. In this example it should be evident that the occlusion of these
two body parts causes the loss of significant visual information rendering the performed
activity unrecognizable.
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Figure 7.1: A visual overview of the proposed data augmentation methodology using oc-
cluded samples.

7.3.2 CNN Architecture

For classification we have once again used the CNN architecture that has been firstly pre-
sented in subsection 3.3.3 and is illustrated in Fig. 3.9. This architecture was successfully
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Figure 7.2: Example skeleton sequences of the activity make phone call/answer phone
from the PKU-MMD dataset, captured by Microsoft Kinect v2. First row: original skeletons,
including all 25 joints (i.e., without any occlusion); Second row: joints corresponding to
both arms have been discarded (i.e., the skeleton is partially occluded).

Figure 7.3: A full skeleton and the 8 cases of occlusion. First row: right arm, both arms,

right leg, left arm and left leg; Second row: left arm, both legs, left leg, right arm and right
leg.
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applied to several problems of HAR using image representations of skeletal sequences
(see Chapters 3—6). Therefore, we also use the same network for the evaluation of the
herein proposed data augmentation approach. As in Chapter 3, the ReLU activation func-
tion has been used, the batch size has been to 32, the Adam optimizer has been used, the
dropout was set to 0.5, the learning rate was set to 0.001. The network was trained using
the loss of the validation set calculated via cross-entropy as an early stopping method and
for 150 epochs.

7.4 Experimental Protocol and Results

Based on the experimental results that were presented in Chapter 3, in this Chapter we
opt to evaluate the herein proposed approaches using the DST transformations of activity
images, since this transform has demonstrated overall best performance. Therefore we
create activity images simply by transforming the raw signal image by applying the DST
transform. Note that due to data augmentation we use up to 8 times more data for training.

In order to experimentally evaluate the proposed multimodal HAR approaches, we once
again used PKU-MMD, as in previous Chapters, and also SYSU 3D Human-Obiject In-
teraction (HOI) [102] and UTKinect-Action3D [311] datasets as in Chapter 6. All datasets
have been previously presented in Subsection 2.4.1. We also remind that all these datasets
consist of 3D human motion. Specifically, SYSU 3D-HOI focuses on interactions between
humans and objects, UTKinect-Action3D comprises simple actions, while both are using a
single-camera setup, contrary to the three-camera setup of PKU-MMD. Therefore, in case
of PKU-MMD we consider single-view, cross-view and cross-subject evaluation cases (see
subsection 2.4.2). Also in case of SYSU-3D-HOI we consider both single-view (setting 1)
and cross-subject (setting 2), as suggested by the evaluation protocol imposed by the
dataset’s authors.

As in Chapter 3, we also investigate whether the proposed approach may be used for
ambient assistive living scenarios. Therefore, we performed experiments using the follow-
ing 11 classes of PKU-MMD, as follows: eat meal snack, falling, handshaking, hugging
other person, make a phone call, answer phone, playing with phone-tablet, reading, sitting
down, standing up, typing on a keyboard and wear jacket. Throughout our experiments
with all datasets, we worked only based on the skeletal data, discarding RGB, depth and
infrared information.

For the experimental evaluation of the proposed methodology, we considered the following
training strategies:

a. a baseline approach, denoted as “Full,” wherein the CNN is trained using only non-
occluded samples, i.e., using the exact methodology presented in Chapter 3;

b. augmentation of the dataset of case [a.], denoted as “Full+Arms,” with simulated
occlusion examples for the cases of removal of structured sets of skeletal joints,
corresponding to arms, i.e., (a) left arm; (b) right arm; (c) both arms; (d) left arm+left
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leg; (e) right arm+right leg;

c. further augmentation of the dataset of case [b.], denoted as “Full+All,” with simulated
occlusion examples for the cases of removal of structured sets of skeletal joints,
corresponding to (a) left leg; (b) right leg; (c) both legs.

In all the aforementioned experiments we evaluate the performance of classification of
non-occluded samples, using a CNN network (see subsection 7.3.2), trained with activity
images. Experimental results for all datasets are depicted in Tables 7.1 — 7.3. In all cases
we extract the mean accuracy.

Table 7.1: Results on PKU-MMD dataset. “Full” denotes the case of training dataset com-
prising non-occluded samples only; “Full+Arms” denotes the case of augmenting “Full”
with samples where one or both arms have been occluded; “Full+All” denotes the case
of augmenting “Full+Arms” with samples where arms are always present but one or both
arms/legs of the same side have been occluded. Numbers denote Accuracy, while num-
bers in bold indicate best performance between the three training strategies.

Experiment Train Test Full Full+Arms Full+All
M M 0.86 0.95 0.85
Single-view L L 0.84 0.87 0.88
R R 0.87 0.94 0.90
M L 0.64 0.84 0.83
M R 0.63 0.81 0.86
L M 0.72 0.81 0.83
L R 0.43 0.55 0.56
Cross-view R M 0.63 0.85 0.89
R L 0.39 0.40 0.45
M,L R 0.62 0.84 0.82
M,R L 0.60 0.78 0.77
L,R M 0.82 0.94 0.95
Cross-subject M,LLR M,L,R 0.81 0.88 0.75

Table 7.2: Results on SYSU dataset. “Full” denotes the case of training dataset com-
prising non-occluded samples only; “Full+Arms” denotes the case of augmenting “Full”
with samples where one or both arms have been occluded; “Full+All” denotes the case
of augmenting “Full+Arms” with samples where arms are always present but one or both
arms/legs of the same side have been occluded. Numbers denote Accuracy, while num-
bers in bold indicate best performance between the three training strategies.

Experiment Full Full+Arms Full+All
Single-view 0.58 0.62 0.69
Cross-subject 0.56 0.55 0.60
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Table 7.3: Results on UTKinect-3D dataset. “Full” denotes the case of training dataset
comprising non-occluded samples only; “Full+Arms” denotes the case of augmenting
“Full” with samples where one or both arms have been occluded; “Full+All” denotes the
case of augmenting “Full+Arms” with samples where arms are always present but one or
both arms/legs of the same side have been occluded. Numbers denote Accuracy, while
numbers in bold indicate best performance between the three training strategies.

Experiment Full Full+Arms Full+All
Single-view 0.85 0.90 0.85

In case of the PKU-MMD dataset, for single-view experiments, we should note the follow-
ing: in case of M and R cameras, augmentation case “Full+Arms” exhibited best accuracy
in both cases, with values 0.95 and 0.94, respectively. However, in case of L camera,
“Full+All” exhibited marginally better accuracy than the one of “Full+Arms,” i.e., equal to
0.94. In all cases, augmentation demonstrated significantly increased accuracy compared
to the baseline. Moreover, comparing average accuracy between all single-view cases,
we could argue that “Full+Arms” demonstrated better overall performance. In case of
cross-view experiments, in most cases “Full+All” demonstrated better performance, even
though in several cases the differences were marginal. However, once again the im-
provement imposed by the augmentation step over the baseline approach was clear in
all cases. Comparing average accuracy between all cross-view cases, we could argue
that “Full+Arms” again demonstrated better overall performance. Finally, in case of cross-
subject, interestingly “Full+Arms” exhibited best performance, i.e., equal to 0.88, while
“Full+All” was significantly lower than the baseline case.

In case of SYSU dataset, and in the single-view experiments, we noticed a significant in-
crease of performance. Specifically, in case of single-view experiments (Setting 1), with-
out augmentation the accuracy was 0.58, reaching 0.69 in case of “Full+All,” i.e., exhibiting
an increase of 19%. Similarly, in case of cross-subject experiments (Setting 2), without
augmentation the accuracy was 0.56, reaching 0.60 in case of “Full+Arms,” i.e., exhibiting
an increase of 7%. Finally, in case of UTKinect-3D dataset, without augmentation the ac-
curacy was 0.85, reaching 0.90 in case of “Full+Arms,” i.e., exhibiting an increase of 5.9%.
Interestingly, “Full+All” showed equal accuracy with the baseline case.

7.5 Conclusions

In this Chapter, a data augmentation approach which was based on the artificial occlusion
of body parts, and targeted the problem of human activity recognition from video data was
presented. Specifically we used 3D skeletons from which we manually removed one or two
body parts. We performed experiments where the training data set was firstly augmented
using samples where at least one arm was occluded and we further augmented it using
samples where at least one leg was occluded. Experiments have been performed using
three datasets of human motion activities, which were recorded with single and multi-
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camera setups. In the latter case, we conducted a three-fold evaluation, i.e., a single view
case where the same viewpoint was used for training/testing, a cross-view case where
different viewpoints were used for training/testing and cross-subject case, where different
subjects were used for training/testing. Actions were represented using activity images
created by applying the Discrete Sine Transform on raw motion data (see Chapter 3) and
a CNN was trained for each dataset and for each augmentation case. The experimental
evaluation indicated that the proposed approach may be successfully used for HAR in
most the aforementioned cases, as it is able to provide a significant performance boost
over the baseline approaches.
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8. CONCLUSIONS AND FUTURE RESEARCH DIRECTIONS

In this Thesis we presented our research efforts within the broad area of human activity
recognition using visual data, focusing on a) the representation of human motion; and
b) training strategies for deep learning architectures. Specifically, our work was based
on human motion that was modeled using a structured set of skeletal joints, extracted
from depth data. Moreover, we considered the problem of segmented activity recognition,
i.e., the case when the temporal activity boundaries are known. We first proposed an
approach for the 2D representation of human motion. Then, we extended this approach
so as to tackle the problem of cross-view recognition, i.e., of abrupt viewpoint changes
that are unseen in training, while augmenting the training data set. We continued by
experimenting with a domain adaptation approach, as a means to align skeleton data
distributions captured under different viewpoints. We then experimented with fusion of
multiple visual modalities so as to assess whether they provide complementary feature
representations and we concluded with an approach for augmentation of the training data
set with artificially occluded skeleton sequences, in an effort to increase the size and the
diversity of the training data set.

8.1 Conclusions

Specifically, in the first research Chapter of this Thesis (Chapter 3) we presented an ap-
proach for the 2D representation of 3D skeletal data. These data have been captured
using the Kinect RGB+D camera and consist from the 3D positions of a set of skeleton
joints, as they move in space and over time, during an action. We first created “signal’
images by concatenating raw signals corresponding to joint motion and then we applied
four well-known spectral transforms, so as to capture the spectral properties of this mo-
tion. This way, the 3D skeleton motion was represented with 2D images, which were then
used to train convolutional neural networks which classified human activities. We showed
that these representations may be successfully applied to the problem of human activity
recognition and were able to differentiate between different activities within experimental
evaluation using a challenging publicly available and large scale human motion datasets
and within single-view, cross-view and cross-subject experimental setups. However, we
noticed a significant performance drop in cross-view, compared to the other setups which
was clearer within the more abrupt changes.

Therefore, in the second research Chapter of this Thesis (Chapter 4) we shifted our fo-
cus into enhancing the previous approach so as to be more robust into abrupt viewpoint
changes. We presented a geometric data augmentation approach which was applied to
raw skeleton data and aimed to enhance the training data set with artificially rotated ex-
amples. Specifically, considering a multi-camera setup, our goal was to improve the per-
formance in cases where a dataset is trained using a given camera, but evaluation takes
place using another camera. Typically, performance is expected to fall when changes of
viewpoint are small, but in more abrupt cases this may render the algorithm unusable in
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real-life situations. To this, we artificially created “rotated” skeleton sequences by apply-
ing a 3D rotation transformation, so as to allow training with viewpoints previously unseen.
We demonstrated that this augmentation step is able to provide a significant boost of per-
formance in cross-view setups, while also improving the cross-subject case. Moreover,
we came up with a simple heuristic, wherein a testing example is processed prior to clas-
sification so as to be “aligned” to the viewpoint that was used for training of the model.
We experimentally verified that this heuristic was able to provide a further increase of
performance in both setups.

However, since the collection, the annotation and even the augmentation of a large data
set may be a time consuming and expensive task, in the third research Chapter of this
Thesis (Chapter 5) we experimented with a domain adaptation approach, extending the
works previously presented. The goal of domain adaptation is to mitigate the domain shift
problem, i.e., the cases which occurs when the statistical characteristics of captured data
change between different domains, and typically causes under-performance of models
trained in one domain when applied in another. In our work, as domains we consider
the different viewpoints, i.e., we work within a cross-view setup, i.e., a case wherein a
classifier is trained using samples captured under a given viewpoint and is evaluated us-
ing samples captured another one. We assume that the second viewpoint is unlabelled,
apart from a small part of it, i.e., we work in a semi-supervised setting. We propose an
adversarial domain adaptation algorithm and we show that generalization between differ-
ent viewpoints may be achieved without data augmentation, thus we effectively tackle the
cross-view shift.

Our experiments show that when target data are fully unlabelled, data augmentation offers
a huge increase over the source model. However, a small amount of labeled data makes
domain adaptation approach to exhibit clearly improved performance overall, making it
feasible for real-life applications. For example, consider an assistive living scenario, where
a single camera is used to monitor the behaviour of a human subject. Typically, in such
scenarios the space where subjects act are not strictly limited. Therefore, the viewpoint
may significantly change. Now, consider an activity recognition model that has been pre-
trained in laboratory conditions. In case that the subject is able to participate in a data
collection process, it should be more effective to adopt a domain adaptation approach.
Of course, if this is not possible, then data augmentation is able to offer an adequate
alternative, while it is able to be immediately applied.

In the fourth research Chapter of this Thesis (Chapter 6) we presented multimodal fusion
approach, based on both RGB and skeletal data. As in Chapter 3 we used these modal-
ities to create the four 2D image representations of the spectral properties of motion and
we additionally used a pseudo-colored image which is formed so as to capture inter-joint
differences over time and also dynamic images which were used to provide a single-frame
visual “summary” of a video sequence. We also experimented with a set of hand-crafted
features, extracted mainly from angles and displacements between joints and performed
experiments with fusion of two or more modalities, so as to assess the complementarity
of features. We show that the fusion of all visual representations is able to boost per-
formance in the cross-subject and single-view cases, however in case of cross-view the
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dynamic images are not necessary, since they cause a small, yet significant drop of per-
formance. Also, upon comparison of our approach with state of the art approaches, using
three datasets, superior performance in the cross-view case and comparable performance
in the cross-subject case have been demonstrated.

One of the main advantages of this fusion approach is that it is not tied to a single modality.
Instead it may be used with more than one modalities. Depending on the available hard-
ware, different types of cameras may be used, while the extraction of skeletal data may
be performed with any available methodology, although it is preferred to use 3D skeletal
data. Also, a different deep network is used for feature extraction for each representation,
allowing for faster training and extraction times. As demonstrated, the approach could be
also used with single-camera datasets, without any modification, apart from training data
and with RGB datasets (i.e., without depth information), although some performance loss
is expected. The main limitation is the need for a multi-camera setup, in case of cross-
view experiments. Also, as the majority of contemporary research works, it does not deal
with spatial and/or temporal occlusion. However, as it will be later discussed, this could
be a possible future research direction.

In the final research Chapter of this Thesis (Chapter 7) we once again present a data
augmentation approach, so as to create a larger, more diverse training data set which is
based on the addition of artificially created occluded activity samples. Since to the best
of our knowledge there do not exist any publicly available datasets that involve occlusion,
and following recent related works, we artificially create occluded samples by manually
removing structured sets of skeletal joints that correspond to body parts (i.e., to arms and
legs). We incorporate these samples into the training dataset and we demonstrate that
this approach is able to significantly increase the performance in all experimental cases
and for three datasets.

We should note that since all the herein presented approaches are based on skeleton
data, a limitation of all our works is that these data should be somehow available, either
using some specific hardware such as the Microsoft Kinect and its API, or some skeleton
extraction library such as OpenPose [30], Posenet [125]. In such cases, since depth in-
formation is not available, a performance drop should be expected. Although they could
be extracted without the need for specialized video capturing hardware, their extraction
is by far more computationally expensive; its use for real-time applications may be im-
practical without using a modern GPU. Of course, reliable skeleton extraction is prone to
ilumination/viewpoint changes and occlusion. In this work we deal only with the viewpoint
changes and under several assumptions that are quite “loose” compared to real applica-
tions, i.e., we consider a limited number of viewpoints, which is not the case in a real-life
scenario. Moreover, we focus on low-cost sensors, allowing the proposed methodologies
to be more easily applicable in real-world scenarios.

We believe that the proposed approaches could benefit several HAR tasks which take
place into dynamic environments. The proposed algorithms could be deployed e.g., within
an assisted living environment (e.g., a smart home), for monitoring activities of daily living
(ADLs) [141], or medical-related events that can be recognized by motion and may require
some kind of attention or intervention. Another application could be the recognition of hu-
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man motion within Augmented Reality environments and applications. In such a case,
human motion may offer useful cues for assessing user engagement or satisfaction. The
latter could be a possible application in the area of retail and marketing, upon the recogni-
tion of behaviors and interactions with products, or in the area of sports and fitness, where
it could act as a means of assessing performance. Surveillance and security applications
may also benefit, e.g., for the detection of suspicious activities or individuals. Moreover,
it could benefit the broader area of human-computer interaction, by recognizing gestures
and actions to control interfaces or interact with virtual objects or even provide assistive
interaction approaches for people with disabilities, or incorporation of player movements
into gameplay mechanics, in the area of gaming. Finally, another possible application
could the analysis of classroom activities and student engagement within an education
environment.

8.2 Future Research Directions

Possible future extensions of this work include investigation on methods for creating the
signal image, possibly with the use of other types of sensor measurements such as wear-
able accelerometers, gyroscopes etc. and evaluation of the proposed approach on sev-
eral other public datasets, and for other types of activities. Within this process, a temporal
augmentation approach [137] applied on skeletal data could replace the interpolation step
herein used. Moreover, a further continuation of this work could involve other types of
image representations of signals such as recurrence plots, [178] which have been suc-
cessfully used with deep CNNs for classification of time-series, [88] deep architectures,
such as Visual Transformers [86], LSTMs and hybrid CNN-LSTM networks [259], or tech-
niques that work with sequences, such as seg2seq [265] or time-series such as multivari-
ate CNNs [164].

Since handcrafted features have been shown to boost recognition performance of deep
approaches, [132] it would be interesting to experiment with other methodologies for fea-
ture extraction that are based on the geometry and the motion of skeletons. [11,330] Also,
the use of modern classifiers could be investigated for classification. For example, instead
of using an SVM, other possible research directions could include experiments with ap-
proaches such as Neural Dynamic Classification, [218] Dynamic Ensemble Learning, [4]
and Finite Element Machine for fast learning [213].
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ABBREVIATIONS - ACRONYMS

1D
2D
3D
5D
ADDA
ADL
AHE
Al
ANN
AR
CNN
DCT
DFT
DL
DST
DT
DTW
ERT
FFT
FN
FNN
FP
GAN
GCN
GMM
GPU

1-Dimensional

2-Dimensional

3-Dimensional

5-Dimensional

Adversarial Discriminative Domain Adaptation
Activity of Daily Living

Adaptive Histogram Equalization
Artificial Intelligence

Artificial Neural Network
Augmented Reality
Convolutional Neural Network
Discrete Cosine Transform
Discrete Fourier Transform
Deep Learning

Discrete Sine Transform
Decision Tree

Dynamic Time Warping Algorithm
Extremely Randomized Tree
Fast Fourier Transform

False Negative

Feed Forward Neural Network
False Positivre

Generative Adversarial Network
Graph Convolutional Network
Gaussian Mixture Model

Graphic Processing Unit
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HAR
HMM
HOG
HOI
JDM
JPG
JTM
KNN
LSTM
ML
MoCap
NLP
NN
PCA
RBF
ReLU
ResNet
RFID
RGB
RGB-D
RNN
SDK
So-HoT
SVM
SPMF
TN

TP
TSSI
VGG

Human Action Recognition
Hidden Markov Model

Histogram of Oriented Gradient
Human-Object Interaction

Joint Distance Maps

JPEG-Joint Photographic Experts Group
Joint Trajectory Maps

K-Nearest Neighbor

Long Short-Term Memory
Machine Learning

Motion Capture (systems)
Natural Language Processing
Neural Network

Principal Component Analysis
Radial Basis Function

Rectified Linear Unit

Residual Neural Network
Radio-Frequency IDentification
Red Green Blue

Red Green Blue and Depth data
Recurrent Neural Network
Software Development Kit
Second- or Higher-Order Scatter Tensors
Support Vector Machine
Skeleton Posture-Motion Feature
True Negative

True Positive

Tree Structure Skeleton Image

Very Deep Convolutional Network
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